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Abstract

Goal recognition aims to infer an agent’s goal from par-
tial observations of its behaviour. Existing approaches de-
rive likelihoods from the costs of plans consistent with ob-
servations, often relying on trajectory-level reasoning and
Boltzmann-rational models. In this work, we adopt a distri-
butional perspective in which both goals and observations
are represented as distributions over an outcome domain.
We show that likelihoods and posterior probabilities can
be characterised through identities that relate GR to diver-
gences between observation-induced and goal-intended dis-
tributions. These identities expose a common structure across
inference regimes, unifying probabilistic (sum-product) and
optimisation-based (max-product) formulations. Our formu-
lation captures cost-based goal recognition as a special
case, and provides a common perspective alongside re-
lated approaches such as inverse reinforcement learning and
Boltzmann-rational models of behaviour. By deriving exist-
ing models in a more general probabilistic setting, the frame-
work offers an abstract account of goal recognition and for-
mally situates known results within a broader class of infer-
ence problems over structured distributions.

Introduction

Goal recognition aims to infer an agent’s goal from par-
tial observations of its behaviour. This problem is funda-
mental in a wide range of settings, including human-aware
planning, assistive systems, and monitoring of autonomous
agents. Early approaches to goal and plan recognition rely
on matching observations against predefined plan or pol-
icy libraries, where recognition is performed by identifying
plans that are consistent with the observed behaviour (Kautz
and Allen 1986; Charniak and Goldman 1993). While ef-
fective in restricted settings, such approaches are inherently
limited by the coverage of the library and lack a principled
generative interpretation of observations.

More recent work addresses these limitations by formulat-
ing goal recognition as a planning problem, deriving likeli-
hoods from the relative costs of plans that achieve candidate
goals and are consistent with the observations (Ramirez and
Geffner 2009, 2010). In this framework, observations are
treated as constraints over trajectories, and the likelihood of
a goal is estimated from the cost of optimal or near-optimal
plans that satisfy these constraints. A complementary line
of work retains the cost-difference intuition, but derives the

relevant costs from learned behavioural models rather than
from a planning domain. For instance, Polyvyanyy et al.
(2020) use process mining to discover goal-specific process
models from traces, and infer goals by measuring deviation
costs between a new observation and each discovered model.

Parallel results can be found in Inverse Reinforcement
Learning (IRL) (Ng, Russell et al. 2000), which provides
a different but related perspective to solve a similar prob-
lem. It addresses the problem of explaining observations
through latent objective functions, inferring underlying cost
or reward structures from histories of an acting agent’s be-
haviour. In its maximum entropy formulation (Ziebart et al.
2008), IRL models behaviour as a Boltzmann distribution
over trajectories, P(7 | §) o e #%(7) where /3 controls
the degree of rationality, trading off optimality and stochas-
ticity. This formulation captures the intuition that lower-cost
trajectories are more likely, and provides a principled prob-
abilistic framework for inferring objective functions that ex-
plain observed behaviour. Similarly, related work in robotics
draws on maximum-entropy IRL to define a cost-based dis-
tribution over trajectories, and performs goal inference from
partial trajectories by marginalising over trajectory com-
pletions (Dragan, Lee, and Srinivasa 2013). In these ap-
proaches, observations are initial trajectories, and inference
sums over completions consistent with them.

We adopt a distributional perspective to GR in which
candidate goals and observations are associated with distri-
butions over an outcome domain (e.g. plans, trajectories).
In this setting, inference is characterised through identi-
ties relating likelihoods and posterior probabilities to di-
vergences between observation-induced and goal-intended
distributions. These identities expose common structure
across inference regimes: posterior inference decomposes
into divergence-based compatibility and residual terms, with
analogous probabilistic- (sum—product) and optimisation-
based (max—product) forms. In line with established intu-
ition, we show that our sum-product and max-product for-
mulas align under increasingly rational regimes, and derive
key properties of existing cost-based models when instanti-
ated with cost scores.

Our formulation is not a new isolated model, but a uni-
fying framework that subsumes existing approaches such
as cost-based goal recognition, and offers a common per-
spective that aims to facilitate connections to models such



as inverse reinforcement learning. By explicitly introduc-
ing an outcome mapping and deriving both sum-product
and max-product inference from a shared divergence-based
viewpoint, the framework explores how prior cost-based
goal-recognition models arise from a broader probabilistic
setting. Expressing likelihoods and posteriors through ex-
plicit measures of compatibility between distributions over
observations and candidate goals provides an interpretable
account of goal recognition, and situates goal recognition
more precisely as an instance of inference over structured
distributions.

Divergence Identities

Probabilistic setting. Goal recognition is the problem of
inferring an agent’s intended goal from partial observations
of its behaviour. We consider a setting with an underlying
joint distribution over outcomes and the candidate goals as-
sociated with them, while observations reveal only partial
information about these outcomes. Let Z denote a discrete
mutually exclusive outcome space, let G € G be a candidate
goal. The space Z may itself represent an abstraction of a
more detailed latent process. Let y* € ) denote an observa-
tion. We assume a deterministic compatibility relation

~CZx)Y

where z ~ y* means that outcome z is compatible with the
observation y*; in other words, a key assumption is that

py* | 2) =1[z ~ y].

This occurs because we assume a setting where observations
are deterministic given the outcome: once z is fixed, y* is
either compatible with it or not. We write p(y* | G) for the
probability mass, under G, of outcomes compatible with y*.
Thus, an observation may describe only part of the underly-
ing outcome, such as selected features, a partial trajectory, a
set of facts achieved along a plan.

Such probabilistic setting, and the scope of our work, thus
aligns with the broad set of deterministic partial-observation
goal recognition problems with the key assumption of deter-
ministic compatibility: a complete outcome either is or is not
compatible with the observed behaviour.

It follows that this deterministic observation setting en-
tails another key simplification for our results,

p(y* | 2,Gp(z | G) =1z ~ y*lp(z | G), )

since when z is fixed, whether y* is observed is determined
solely by the compatibility relation z ~ y*. This is because
z represents the underlying outcome: the observation model
only checks whether this outcome entails the observed de-
scription. The goal G’ may affect which outcomes are likely,
through p(z | G), but it does not change what observation a
fixed outcome supports. Thus the observation is condition-
ally independent of the goal given the outcome. If 2 is im-
possible under G, then this is handled by p(z | G) = 0, so
the product p(y* | z, G)p(z | G) is zero regardless.

Example 1. Let outcomes z € Z be complete action se-
quences z = (ai,...,ay), and let the observation be a
partial action sequence y* = (01,...,0m). We say that

z is compatible with y*, written z ~ y*, iff z embeds
the observation: there exists a strictly increasing map f :
{1,...,m} = {1,...,n} such that ayjy = oj for every j.
Thus y* need not be a contiguous subsequence of z, but its
actions must occur in the same order.

Under deterministic compatibility, once the complete ac-
tion sequence z is fixed, there is no remaining uncertainty
about whether the partial observation y* is present in it.
The observation is obtained simply by checking whether y*
is embedded in z. Therefore, p(y* | z) = 1[z ~ y*].

If p(z | G) > 0, then z is a possible outcome under can-
didate goal G. Conditioning on G may change the proba-
bility assigned to z, but once this outcome is fixed, whether
it embeds y* is already determined by the sequence itself. If
p(z | G) =0, then z contributes no mass under G, so both
sides of the product are zero. Hence p(y* | z,G)p(z | G) =

1z ~y*lp(z | G).

Discrete Sum—Product Identities

Given Z, G € G and y*, let p(z | G) be the goal-conditioned
distribution over outcomes, and let p(z | y*, G) be the cor-
responding distribution updated by the observation y*.

Theorem 1 (Likelihood identity).
| Dw(p(z |y, G)llp(= | G)) = —log ply” | G)- |

Proofs are included at the end of the paper. This iden-
tity shows that the likelihood of an observation under a
goal can be interpreted as the compatibility between the
goal-conditioned outcome distribution p(z | G) and the
distribution induced after conditioning on the observation,
p(z | y*,G). Equivalently, p(y* | G) is the exponen-
tial of the negative KL divergence between these distribu-
tions. Thus, observations that induce only a small change to
the goal-conditioned distribution are more likely under that
goal. This parallels cost-Boltzmann goal recognition, where
likelihoods are exponential in negative costs, but replaces the
cost term with a divergence between outcome distributions.

Theorem 2 (Posterior identity).

—log p(G | y*) = Dxr(p(z | y*, G)llp(z | ¥))
+Epzly,0) [—log p(G | 2,97)] .

The divergence term compares the outcome distribution
induced by conditioning on both the observation and the
candidate goal with the outcome distribution induced by the
observation alone. It therefore measures how much the goal
changes the distribution over latent outcomes after y* has
already been observed. A small divergence indicates that the
candidate goal is compatible with the observation-induced
outcome distribution, while a larger divergence indicates
that explaining the observation under that goal requires a
more substantial shift in the posterior over outcomes.

The expectation term in the posterior identity accounts
for residual goal ambiguity. When outcomes only achieve
non-overlapping goals, observing the latent outcome z de-
termines the goal (i.e., p(G | z,y*) = 1[z = G]), so on
the support of p(z | y*, G), this term vanishes and the pos-
terior is given exactly by the divergence term. When goals



overlap, however, the same outcome may remain compat-
ible with multiple goals. In this case, the expectation over
outcomes consistent with y* captures the remaining uncer-
tainty about which goal is intended, correcting the posterior
beyond what the divergence term alone can represent.

Example 2. Let z be an abstract outcome represented only
by the set of facts achieved by some underlying plan. For
instance, suppose
z={p.q}
means that the unknown underlying plan achieves facts p
and q, but does not identify which concrete plan achieved
them. Let y* = {p} be an observed fact set, so that z ~ y*
whenever y* C z.

Because Z abstracts away from the underlying set of con-
crete plans, the same fact set may be compatible with multi-
ple goals. For example, plans achieving {p, q} may achieve
goal G with probability 0.7 and goal G2 with probability
0.3. Then observing the abstract outcome z does not deter-
mine the intended goal, so

0<p(Gy|2) <1

The expectation term in Theorem 2 captures exactly this
residual goal ambiguity: even after conditioning on the out-
come abstraction z, some uncertainty about the intended
goal remains.

Example 3. Ifinstead z denotes a concrete underlying plan
rather than its achieved fact abstraction, goal achievement
may be deterministic. Suppose every concrete plan achieves
exactly one candidate goal. Then, for each z,

p(G|z) =1[z = G].

On the support of p(z | y*,G), we have z = G, and there-
fore —log p(G | z,y*) = 0. Hence the expectation term in
Theorem 2 vanishes, leaving the posterior determined solely
by the divergence term.

Relation to planning-as-goal-recognition. A practical
application of this model is provided by Planning as Goal
Recognition (Rosa et al. 2026), where goal-recognition mod-
els are used to derive heuristic guidance for classical plan-
ning search. The key connection is that, rather than deriv-
ing likelihoods from plan-cost differences, this approach di-
rectly estimates goal-conditioned likelihood estimates for
observing facts, similar to Example 2, providing a practical
application of Theorem 1. Through the divergence identi-
ties, these scores can be interpreted as compatibility mea-
sures between an estimated goal-conditioned distribution
over facts and its observation-conditioned counterpart. This
gives a distributional explanation for why such scores can
guide search toward states that appear intended towards the
planning task’s goal.

Discrete Max—Product Identities

Max-product factorisation. We adopt a max-product for-
mulation, where summation is replaced by maximisation:
the sum—product model uses the semiring (Rx>g,+,-);
the max—product analogue replaces summation by max-
imisation: (R>g,max,-), or, in log-cost space, (R U

{00}, min, +). In this setting, this means that joint proba-
bilities factorise multiplicatively, but marginalisation is de-
fined by maximisation. Technically, we are not talking about
probabilities anymore, but rather optimisation-based scores,
and probability distributions p become max-product score
distributions py,.x, Where the normalising factor is obtained
through a max-marginal as opposed to a sum-marginal.

This max-product approach is closely related to the
qualitative probability perspective of Goldszmidt and Pearl
(1996) which informs the order-of-magnitude interpretation
used by Ramirez and Geffner (2010),

P(y*|G)= Y P(r|G)~ max P(r|G),
T ~Y
T A~Y*
to justify their cost-based likelihood by approximating a sum
over compatible plans with its dominant term.

In contrast to treating this dominance assumption only as
an approximation to a sum-product likelihood, we use it as
the underlying Bayesian inference regime: marginalisation,
conditioning, likelihoods, and posteriors are all defined con-
sistently in max-product space. Thus, for two variables = and
Yy, marginals are defined as

Pmax(Y) == max Pmax (T, Y)

and conditionals are defined
pmax(xa y)
pmax T|\Y)= ———F~
(@ v) Prmax (Y)
We can obtain a max-product version of Bayes’ rule:
Pmax(T,Y) = Pmax(Z | ¥)Pmax(¥) = pPmax (¥ | T)pmax (),

Pmax(Y | T)pmax(T)
maXxy, pmax(y | z)pmax(x) .
Max-product likelihood. As previously, pmax(z,y*) =
Pmax(2) if z is compatible with y*, and 0 otherwise; thus,
Pmax(y* | 2) = 1[z ~ y*]. Using max-product distribution
Pmax With max-marginalisation, the max-marginals for the
goal are

Pmax (T | y) =

Pmax(G,y") = max pmax(G, 2, 47),
pmax(y*) = HCIJaZX pmax(G7 z, y*)

and we have that
pmax(z7 G)
Pmax(2 | G) = ———==.
pmax(G)
The max-normalised conditional score becomes
* Pmax(Y* | 2, G)pmax (2 | G)
Pmax(2 | Y*, G) = |G
Pmax(y* | G)

Following the same reasoning as Equation 1, we still have
that whenever ppax(z | G) > 0, then pnax(y* | 2,G) is
determined by whether z ~ y*, thus obtaining
1[z ~ y*|pmax(z | G)

pmax(y* | G)
We define the max-divergence
q(2)

Doy = max log —=.
a; (qu) z:q(z)>0 gp(z)

Theorem 3 (Max—product likelihood identity).

pmax(z | y*a G) =

‘Dmax(pmax(z ‘ y*aG)Hpmax(z | G)) = —log pmax(y* I G)‘




Max-product posterior.
lation we can also get

From the max-product Bayes re-

* pmax(G | Zay*)Pmax(Z | y*)
Pmax\Z | Y 7G == .
=1ve) @ | 1)

Theorem 4 (Max—product posterior identity).

- 10g pmax(G | y*) = Dmax(pmax(z | y*a G)Hpmax('z | y*))
—+ lein[— log pmaX(G | 2, y*)}

These identities are the max-product analogues of the pre-
ceding KL decompositions, with likelihoods and posteriors
interpreted as max-normalised scores rather than ordinary
probabilities. The likelihood identity again interprets the ob-
servation score under a goal as compatibility between the
goal-conditioned outcome score and the score obtained after
conditioning on the observation, but with KL divergence re-
placed by the max-divergence induced by optimisation over
highest-scoring explanations. Similarly, the posterior iden-
tity preserves the same structure as the sum-product case:
the max-posterior score decomposes into a divergence-based
compatibility term and a residual term. The difference is
that expectations are replaced by minima, reflecting the shift
from marginalising over possible outcomes to selecting the
best explanation.

Deriving Boltzmann cost-based models. As an instantia-
tion of the max—product model, and following the cost-based
view of Ramirez and Geffner (2010), we associate more op-
timal outcomes with higher scores. Under the max-product
formulation above, costs induce optimisation-based scores
over latent outcomes, while observations and goals act as
constraints over admissible explanations. For this reason,
we interpret the resulting likelihoods and posteriors as max—
product analogues of probabilistic quantities rather than or-
dinary sum—normalised probabilities, naturally yielding the
cost-gap structure central to cost-based goal recognition.

Let outcomes carry intrinsic costs ¢ : Z — R, while goals
and observations act as deterministic constraints over out-
comes. We start from the max-product joint score

prnas(2:", G) = 1z ~ Y1z = Gle 702,

Here, ¢(z) is the intrinsic cost of outcome z, while z ~ y*
and z = G determine whether the outcome is compatible
with the observation and achieves the candidate goal. Thus,
the goal does not change the cost of an outcome; it only
restricts which outcomes are admissible. Conditioning on a
candidate goal G gives

1z = Gle#e®)
maxz.z=q e=Pe(z)

1)z G}efﬁ(C(Z)*c*(G))7

pmax(z | G) =

where
¢*(G) ;== min c(z).
z2:z|=G
Thus, once G is assumed, each outcome is evaluated by its
excess cost relative to the optimal outcome for the same

goal. This matches the goal recognition view that observa-
tions are informative when they are close to optimal under a
candidate goal, rather than when the candidate goal itself is
cheap in absolute terms.

Here, 1[z = G] reflects the plan-cost abstraction, cor-
responding to the simplifying assumption ppax(G | 2) =
1[z E G)]. Since this scalar-cost abstraction represents ex-
planations only by their cost once goal achievement is fixed,
it loses information about whether the same underlying plan
also supports other candidate goals. Under this abstraction,
we obtain the following cost-based max-product forms.

Corollary 1 (Cost-Boltzmann Likelihood).

pmax(y* | G) = eiﬁ(c*(th)*C*(G))’

where

H(y*,G):=  min  ¢(z), ¢*(G) := min_¢(z).
z: zevy*, zI=G z: zE=G
The likelihood compares the cheapest explanation com-
patible with both the observation and goal against the cheap-
est explanation achieving the goal at all. Hence the relevant
quantity is the excess cost

A(G7 y*) = C*(y*7 G) - C*(G)

Corollary 2 (Cost-Difference Posterior with External Prior).
For an externally specified max-product prior myax(G) over
candidate goals,

e ARGV I (@)
maxgr e PAC Y ) 0 (G

pmax(G | y*) =

In particular, under a uniform max-product prior over can-
didate goals, the prior terms cancel and the posterior reduces
to

pmax(G ‘ y*) = eiﬁ(A(G,y*)fminG, A(G,,y*)).

This is the usual cost-difference posterior: goals are com-
pared by how much additional cost is required to explain
the observation once each goal is assumed. It is appropriate
when no candidate goal is preferred a priori in the problem’s
initial state, or when prior goal preferences are supplied in-
dependently of the costs of achieving the goals.

Corollary 3 (Posterior Induced by the Same Cost Model). If
no external prior is introduced, the intrinsic joint score in-
duces a max-product prior over goals by max-marginalising
over outcomes: pmax(G) = max g e=Pe(z) = =B (G),
Combining this induced prior with the cost-difference likeli-
hood gives

B (47.C)

pmaX(G | y*) =

maxcg 6_60* (y*,G") "

This second posterior is the absolute-cost posterior. It
arises because, under the intrinsic joint score, goals are
treated as properties of outcomes: if a goal can be achieved
by a shorter outcome, then it receives a larger prior score
before the observation is considered. Consequently,

B (" .G)=¢" (B)) =" (G) _ (—Be" (4".C)



so the goal baseline ¢*(G) cancels. The posterior then ranks
goals by the absolute cost of the cheapest outcome that both
explains the observation and achieves the goal.

The distinction between Corollary 2 and Corollary 3 is
therefore not a contradiction, but a modelling choice. A cost-
difference posterior is obtained when the likelihood is com-
bined with a uniform or externally specified goal prior, as
is typically the case in GR. If instead the prior is induced
from the same outcome-cost model, then cheaper goals are
already more likely a priori, yielding the absolute-cost pos-
terior.

The external-prior choice can alternatively be encoded di-
rectly in a modified joint-style score which more accurately
reflects common GR modelling choices,

meax(Zvy*v G) =
1z ~ y'1fz | Gle PO D (@),

whose max-marginal over z gives the cost-difference pos-
terior numerator directly. The modified score should be un-
derstood as a way of encoding the external-prior posterior
directly at the outcome level. It does not make the cost of an
outcome goal-dependent: ¢(z) remains the intrinsic outcome
cost. Instead, the term ¢*(G) removes the prior preference
for goals that are cheaper to achieve, and 7.y (G) inserts
the desired external prior over candidate goals.

Alignment with cost-based GR models. The cost-based
Boltzmann formulation is derived following the same
optimisation-based idea underlying Ramirez and Geffner
(2010): lower-cost explanations contribute more strongly to
the likelihood of an observation. Their model is motivated
from a probabilistic distribution over plans together with the
approximation that sums over compatible plans are domi-
nated by their largest terms. The resulting likelihood takes
the sigmoid form P(y* | G) = a1+e,,3(c*(ﬁy},c),c*(y*,G)),
where ¢*(y*, G) is the cost of the cheapest explanation com-
plying with the observation y*, and ¢*(—y*, G) is the cost
of the cheapest explanation achieving G without complying
with all components of y*.

Our derivation within a max-product inference regime
instead yields a cost-gap likelihood relative to the goal-
conditioned optimum ¢*(G), rather than a sigmoid compar-
ison against —y*:

Prmax(y* | G) = e Pl W"G) =< (@)

This cost difference aligns more directly with the interpre-
tation later adopted by Masters and Sardifia (2017), but in
a more general GR setting. When this likelihood is com-
bined with a uniform or externally specified prior over
goals, it yields the cost-difference posterior derived above.
Moreover, applying a softmax normalisation to the max-
product scores gives a non-sigmoid posterior over goals of
the same form advocated by Masters and Sardifia (2021).
They show that the sigmoid transformation used in ear-
lier cost-difference formulations can produce counterintu-
itive probability shifts, particularly under lower-rationality
observations, which do not occur with the non-sigmoid for-
mulation.

The modified joint-style score pmax (2, y*, G) introduced
above also makes explicit that the model contains two dis-
tinct terms: a cost-gap term over outcomes and a prior term
over goals. The cost-gap term scores how far an observed
outcome deviates from optimal goal-conditioned behaviour,
while the prior term represents the observer’s beliefs over
candidate goals. Thus, apparent divergence from an ex-
pected optimal explanation need not be attributed only to
irrationality from f3; it may also arise because the observer’s
prior beliefs over the acting agent’s possible goals are mis-
taken or incomplete.

More generally, the same derivation is not tied to plan
cost specifically. Any score function over outcomes, where
smaller values indicate better explanations, can be substi-
tuted for ¢, yielding analogous max-product likelihood and
posterior scores. Plan cost is therefore one instantiation of a
broader optimisation-based compatibility measure between
observations and goal-conditioned outcomes.

Zero-temperature limit. As 5 — oo, the Boltzmann
posterior concentrates on goals with minimal observation-
constrained cost. For a set of explanations Z with costs ¢(z),
we use the standard asymptotic

Zefﬂc(z) ~ ke P,
z2€Z

where ¢* = min, ¢(z) and k = |{z | ¢(z) = ¢*}] is the
number of optimal explanations. Applying this approxima-
tion to the observation-constrained goal scores yields

k(y*7 G) —[3((’*(1 *,G)—ming/s ¢*(y* G'))
palG 1 y") ~ T PO ) mmingr (. 6),
b kmin(y )
where k(y*, G) counts the optimal explanations satisfying
both z ~ y* and z = G, and kpin(y*) counts the optimal
explanations attaining the globally minimal constrained cost
across goals. The exponential term dominates as § — oo,

so posterior inference is governed primarily by minimising

c*(y*, G), with the multiplicity ratio % acting only as a

secondary tie-breaking factor.

Corollary 4. As § — oo, Boltzmann sum-product inference
converges asymptotically to a max-product inference regime
in which goals are scored by optimal explanations.

In this limit, sum-product inference over explanations re-
duces to a max-product formulation in which each goal is
scored by its best explanation, with an additional multiplica-
tive factor tied to the number of optimal explanations. This
factor is dominated by the exponential cost term and only
affects the result in the case of cost ties, so that the two for-
mulations align asymptotically as 5 becomes large.

The asymptotic correspondence between probabilistic
and optimisation-based formulations under increasingly ra-
tional regimes is consistent with broader links between prob-
ability and optimisation explored in qualitative probabilis-
tic reasoning (Goldszmidt and Pearl 1996) and adopted
by Ramirez and Geffner (2010) which we previously dis-
cussed, while further highlighting the discrepancies between
optimisation-based approximations and true outcome prob-
abilities in lower-rationality regimes (smaller ().



Related work

Several of the presented identities may appear familiar from
probabilistic models used in related inference settings, re-
flecting their common basis in Bayesian reasoning over la-
tent explanations. We therefore briefly discuss the relation-
ship to the present framework of related models.

Bayesian classification. Ordinary Bayesian classification
arises as the special case in which observations fully de-
termine the underlying outcome, i.e., Z = ). The present
GR framework generalises this setting to partially observed
inference, where observations constrain the underlying out-
come without uniquely determining it. Inference is therefore
performed over sets of latent outcomes consistent with the
observation. Observations may then correspond to incom-
plete feature assignments, partial trajectory information, or
progressively refined information over time, with suitable
projection maps ensuring that refined and coarser observa-
tions remain compatible as descriptions of the same under-
lying outcomes.

MAP inference. Maximum a posteriori (MAP) inference
in probabilistic models selects the highest-probability la-
tent explanation given an observation (Pearl 1988; Koller
and Friedman 2009), h* = argmaxy P(h | z) =
arg maxy, P(xz, h). Thus, MAP is usually posed as an opti-
misation query over an ordinary probabilistic model. When
the underlying model admits a suitable factorisation, how-
ever, the same optimisation can be fully implemented in
max-product form, propagating best-scoring partial expla-
nations rather than summing over alternatives (Koller and
Friedman 2009). The well-known Viterbi algorithm is one
such instantiation for chain-structured models, comput-
ing the best hidden-state sequence by dynamic program-
ming (Viterbi 1967).

Our max-product formulation uses a related optimisation-
based structure for goal recognition: outcomes or comple-
tions play the role of latent explanations inducing observa-
tions, while candidate goals are the hypotheses being scored.
Thus, the connection is structural rather than identical in
inference target. MAP inference typically selects the most
likely latent explanation, whereas goal recognition evalu-
ates which higher-level goal best explains the observed be-
haviour through the explanations it admits.

Maximum entropy IRL. MaxEnt-IRL (Ziebart et al.
2008) provides a related probabilistic account of behaviour,
but addresses a different inference problem. It models
demonstrated trajectory histories with a distribution in
which lower-cost trajectories are exponentially preferred,
while maximum entropy avoids preferences not supported
by the data. The learned object is a latent cost or reward
function that makes these histories likely.

Goal recognition instead typically assumes candidate
goals and uses partial observations to score which goal
best explains the agent’s behaviour. In planning-based goal
recognition, the domain model and goals are usually fixed,
and scoring often collapses trajectory-level reasoning to
dominant or optimal explanations rather than learning the
objective model itself. Our identities clarify the relation-

ship between distributional reasoning over trajectories and
optimisation-based goal scoring within goal recognition: on
one side, they recover the cost-based interpretation of goals
as supported by low-cost explanations; on the other, the
outcome-distribution view allows likelihoods and posteriors
to be expressed as abstract compatibility measures that sup-
port consistent Bayesian-style updates from new observa-
tions. This can facilitate both theoretical and practical con-
nections between work pertaining to GR and MaxEnt-IRL.

Conclusion

We presented a distributional view of goal recognition
through identities relating likelihoods, posteriors, and di-
vergences between observation-induced and goal-intended
distributions. The framework also yields max-product ana-
logues that clarify the relation between probabilistic and
optimisation-based formulations, and extend the view to
score-based optimisation settings. This connects classical
cost-gap interpretations with distributional compatibility
measures between observations and goals. Overall, the pro-
posed perspective provides a unified, abstract and inter-
pretable account of goal recognition, strengthening its con-
nections to related inference problems.

Proofs
Proof of Theorem 1. The likelihood is
p(y* 1 G) = p(y" | 2,G)p(z | G).
z€EZ
By Bayes,

ply* | 2,Gp(z | G)
ply* | G) '

plz]y*,G) =

Hence

Dxr(p(z | y*.G)|p(z | G))
_ . O 1o PE1YSG)
—ZZ:p( | y*, G)log Peire)
p(y* ‘ Z,G)
p(y* | G)

=> p(z]y",G)logp(y” | z,G) —log p(y™ | G).

= oz |y, G)log

On the support of p(z | y*,G), z ~ y*, s0 p(y* | z,G) = 1,
from the same reasoning as Equation 1. Therefore the first
term is zero, giving

Dxi(p(z [y, G)llp(z | G)) = —log p(y™ | G).

Proof of Theorem 2. By Bayes,

p(G | z,y")p(2 | y*)
p(G | y*) '

p(zy*,G) =

Therefore



Dxr(p(z | y", G)llp(z | y*))

. p(z |y, G)
=) pz|y",G)log —————==
2y G log =TS

. p(G | z,y")
=) pz|y",G)log ———==
2y Oloe = s
=E,¢z1y+,0)[log (G | z,y7)] = log p(G | 7).
Rearranging gives the result. 0

Proof of Theorem 3. Since the max in the max-divergence
is over non-zero outcomes of pmax(z | y*,G), and
Pmax(Y* | 2,G) = 1if pmax(z | ¥*, G) > 0:

Dinax(pmax (2 | ¥, G) || pmax (2 | G))
pmax(z | Zl/*» G)

= max
2 pmas (2197, G) >0 Pmax(2 | G)
_ Pmax(y” | 2, G)
Zzl)max(z‘y*ac)>0 pmaX(y* ‘ G)

= max 1Og pmax(y* | 2, G) - 1Og pmax(y* | G)

Z:pmax (2|y*,G)>0
—log pmaX(y* | G)'

If all outcomes z : pmax(z | ¥*,G) = 0, then pmax(z |
y*, Q) is undefined; by convention ppmax(y* | G) =0. O

Proof of Theorem 4. Using max-product Bayes,

pmax(z | y*vG)pmax(G | y*) = pmax(G | Zay*)pmax(z ‘ y*)

Thus,
Dmax(pmax(z | Y, G)Hpma)c(z | y*))
Pmax(G | 2,y%)
pmaX(G | y*)
= max10g pmax(G | 2,y") =108 pmax(G | y7)-

= max log
z

Rearranging gives
- IOg pmax(G ‘ y*) = Dmax - IHZaX log pmax(G | Z, y*)

Since — max, loga, = min,[—loga,], the result follows.
]

Proof of Corollary 1. By max-marginalising the goal-
normalised joint score, we obtain
pmax(y” | G) = max 1[z ~ y*]1[z |= Gle #e:) =< (@)

— max e Blx)—c"(@)

z:izroy*, 2EG
_ B WG (@))

O

Proof of Corollary 2. By max-product Bayes rule and
Corollary 1,
e ARGV ) (@)

(G ly*) = '
Pma; ( | Y ) maxc/ e—ﬁA(G/’y*)ﬂ'max(G,)
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