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Abstract

Spatial reasoning remains a challenge for Multimodal Large Language Models
(MLLMs), as it requires reliable multi-hop inference over both intermediate states
and state transitions. Current studies often leave intermediate states unverified and
treat state transitions as implicit processes, which limits reliability in multi-hop spa-
tial reasoning. To address this, we propose State-aware Visualization-of-Thought
(SVoT), a reinforcement learning framework that generates interleaved, verifiable
intermediate states and visualizations. SVoT integrates transition reasoning chains
into the generation processes, enabling the model to verify action preconditions
and effects through interleaved textual and visual reasoning. We train SVoT via
Group Relative Policy Optimization (GRPO), instantiating verification through
reward design and evaluating the efficacy of different fine-grained rewards. As ex-
isting benchmarks reduce state transitions to single-variable updates, substantially
simplifying the problems, we establish five domains by extending classical envi-
ronments and introducing two novel domains, PACMAN and GATHER, that require
multi-object interactions and numerical reasoning. These domains support sys-
tematic evaluation of multi-hop spatial reasoning with quantitative verification of
generated intermediate states and transition reasoning. SVoT with transition-aware
supervision achieves state-of-the-art performance across the introduced domains,
yielding up to a 65% absolute accuracy gain on out-of-distribution test sets.

1 Introduction

Planning constitutes a core reasoning capability in Multimodal Large Language Models (MLLMs) [1].
A prominent evaluation setting for planning in MLLMs is spatial reasoning [2], a domain essential to
navigation [3, 4], robotics [5], and autonomous driving [6, 7]. Spatial reasoning entails the ability
to perceive and analyze object relationships, state transitions, and environmental interactions [8].
Although existing Visual Question Answering (VQA) benchmarks [9–12] have been proposed to
evaluate spatial reasoning in MLLMs, they primarily emphasize static spatial relations, e.g., relative
object positions, with limited coverage of planning-oriented capabilities. In contrast, multi-hop spatial
reasoning requires sequential state tracking, i.e., accurate next-state predictions under a given action
sequence [8, 13], which is central to planning. This dynamic nature compels the model to consistently
identify objects, understand temporal evolution, and infer action-conditioned state transitions.

Grid-based environments provide a natural setting for evaluating sequential state tracking. They
define discrete state variables (e.g., coordinates) and deterministic transition dynamics, which facil-
itate rigorous verification of state updates and validity constraints. Recent studies [8, 13] evaluate
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Initial player
position: (2,0)
Collected coin(s): 0
Action Sequence:
Go down, Go right, 
Go up, Go right …

Go Up
Player position: 
(1,3)
Block position(s):
(2,1), (1,2) 

Initial player
position: (0,0)
State: Ice
Action Sequence:
Go right, Go left, 
Go down, Go down …

Initial player 
position (2,0)
Action Sequence:
Go left, Go down, 
Go down, Go right…

Initial player
position: (0,0)
Collected ball(s):
Red: 0, Green: 0,
Blue: 0, Yellow: 0 
Action Sequence:
Go right 2, Go down 1, 
Go down 4, Go up 1… 

Go down;
Player position: 
(3,0) 
collected coin(s): 1

Go right;
Player position: 
(3,1)   
collected coin(s): 1

Go up;
Player position: 
(2,1)    
collected coin(s): 2

Go right;
Player position: 
(2,2) 
collected coin(s): 3

Initial player 
position: (2,3)
Block position(s): 
(2,1), (1,2)  
Action Sequence:
Go up, Go up, 
Go left, Go down …

Go up
Player position: 
(0,3)
Block position(s):
(2,1), (1,2) 

Go left
Player position: 
(0,2)
Block position(s):
(2,1), (1,2) 

Go down
Player position: 
(1,2)
Block position(s):
(2,1), (2,2) 

Go right
Player position:
(0,1)
State: Ice

Go down
Player position:
(0,1)
State: Ice

Go left
Player position:
(0,0)
State: Ice

Go Down
Player position:
(0,2)
State: Hole

Go down
Player position:
(4,0)

Go down
Player position: 
(3,0)

Go left
Player position: 
(2,0)

Go right
Player position:
(4,1)

Go right 2
Player position: 
(0,2)
Collected ball(s):
Red: 0, Green: 0,
Blue: 0, Yellow: 1 

Go down 1
Player position:
(1,2)
Collected ball(s):
Red: 0, Green: 0,
Blue: 0, Yellow: 1 

Go down 4
Player position:
(5,2)
Collected ball(s):
Red: 0, Green: 0,
Blue: 1, Yellow: 2 

Go up 1
Player position:
(4,2)
Collected ball(s):
Red: 0, Green: 0,
Blue: 1, Yellow: 2 

Input Generation

FrozenLake

Maze

Sokoban

Pacman

Gather

Figure 1: Illustration of the five domains used in SVoT. Coordinates are (row, column), starting from
(0,0) at the top-left corner. For conciseness, we omit the domain description from the input.

sequential state tracking within grid-world benchmarks such as MAZE [14], FROZENLAKE [15],
and POLYOMINO TILINGS [16]. Moreover, grid-based representations are widely used in real-world
spatial applications, where continuous spaces are discretized into occupancy grids or cost maps
for tractable collision checking, path planning, and multi-agent coordination in domains such as
autonomous driving, robot navigation, and warehouse robotics [17–20]. Critically, accurate state
tracking is essential for safe planning in these real-world applications. Thus, improving the reliability
and verifiability of sequential state tracking in grid-based environments addresses a fundamental
requirement for applying MLLMs to real-world spatial reasoning tasks.

Benefiting from the faculties of constructing mental images and performing mental simulation,
humans demonstrate robust spatial awareness [21, 22]. Inspired by this, Wu et al. [8] proposed
Visualization-of-Thought (VoT), which constructs a textual visualization after each reasoning step to
explicitly track intermediate states. Notably, VoT demonstrates that accurate sequential state tracking
is essential for multi-hop spatial reasoning. Advancing this paradigm, Multimodal Visualization-
of-Thought (MVoT) [13] identifies native multimodal generation as the promising pathway for
implementing sequential state tracking. By leveraging a multimodal-native backbone to generate
actual visualizations, MVoT unifies text and vision within the reasoning traces, offering a visually
grounded reasoning process. MVoT achieves state-of-the-art performance in sequential state tracking
across multiple grid-based domains.

Despite this progress, VoT and MVoT suffer from two critical limitations. First, existing evaluations
typically restrict goal specifications to a single state variable or a binary success flag. This reduces
each state transition to a single-variable update and weakens the multi-object interactions that
make multi-hop spatial reasoning genuinely challenging. Second, the absence of intermediate-state
verification and explicit state-transition reasoning prevents reliable assessment of whether the model
reasons correctly at each step or merely reaches the correct final state by chance, thereby limiting the
reliability of sequential state tracking.

To address both limitations, we propose State-aware Visualization-of-Thought (SVoT), a reinforce-
ment learning (RL)-based framework that improves MLLMs’ sequential state tracking through
explicit intermediate-state verification and state-transition reasoning. We further evaluate SVoT in
richer dynamic environments beyond single-object interactions. In contrast to MVoT, which relies
mainly on visualizations as the reasoning trace, SVoT augments the trace with an explicit, structured
representation for each intermediate state to support verification and integrates transition reasoning
chains into the generation of both intermediate states and visualizations. Transition reasoning chains
enable the model to explicitly verify action preconditions and effects through interleaved textual
and visual reasoning, achieving both reliable next-state prediction and faithful visual synthesis. We
further examine reward design as the verification mechanism in SVoT, adopting both an Outcome
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Reward Model (ORM) that supervises only the state description and visualization, and a fine-grained
Process Reward Model (PRM) that additionally optimizes the reasoning trajectory.

To support rigorous evaluation of richer dynamics, we establish five grid-based domains, extending
classical environments such as MAZE and FROZENLAKE, incorporating SOKOBAN, and introducing
the novel PACMAN and GATHER domains, as illustrated in Figure 1. These tasks feature multiple
interacting objects (e.g., walls, holes, blocks, coins, balls) with diverse attributes and constraints
(e.g., collisions, hazards, positions, counts, colors), requiring explicit transition reasoning to support
non-trivial numerical and causal inference. Their discrete, object-centric formulation provides
structured representations of states and state transitions, allowing quantitative verification of both
state-representation and transition-reasoning correctness. Detailed related work is provided in
Appendix A.1.

We outline our contributions as follows: 1) We propose SVoT, a RL-based framework that unifies
verifiable intermediate state with visual generation and integrates transition reasoning chains as
explicit reasoning steps to enhance MLLMs’ sequential state tracking in grid-based environments.
2) We introduce five grid-based domains that enable systematic evaluation of multi-hop spatial
reasoning and provide explicit representations of intermediate states and state transitions, supporting
quantitative verification of intermediate-state and transition-reasoning correctness. 3) We conduct
extensive experiments across the introduced domains, demonstrating that SVoT achieves state-
of-the-art performance in sequential state tracking, with up to a 65% absolute improvement on
out-of-distribution test sets. We further analyze the impact of alternative reward models, and highlight
failure cases and remaining challenges in multi-hop spatial reasoning.

2 State-aware Visualization-of-Thought

In this work, we study sequential state tracking for multi-hop spatial reasoning. We formulate the
task as P = ⟨X , g⟩, where X = ⟨d, v0,A⟩ denotes the task specification, comprising the domain
description d, the initial-state visualization v0, and the action sequence A = {ai}ni=1, and g is the
ground-truth goal configuration. Given X , a pre-trained MLLM with parameters θ, Mθ, is expected
to generate a sequence of intermediate states Z = {zi}ni=1 and then predict the goal configuration
g. Each zi is generated autoregressively conditioned on X and the preceding states z<i, while g is
predicted conditioned on X and the complete trajectory Z:

zi ∼ Mθ(· | X , {zj}i−1
j=1), (1)

g ∼ Mθ(· | X , {zj}nj=1). (2)

<think> According to the action sequence, 
the next action is to go up. The player is 
at (2,3) with no block above it in the last 
image. Therefore, go up updates the 
position of the player to (1,3) and block 
position(s) remain the same </think> 

<think> In the last image, the 
player is at (2, 3) with no block 
above it. In the new image, the 
action, go up, updates the position 
of the player to (1, 3) and blocks 
remains unchanged </think>

<answer> go up, player 
position: (1,3), block 
position(s): (2,1), (1,2) 
</answer>

…Initial player 
position: (2,3). Block 
position(s): (2,1), (1,2). 
Action Sequence: Go 
up, Go up,  Go left, 
Go down …

input CoT Intermediate 
state

CoT visualizationText Image

Figure 2: Examples of the CoT (transition reasoning chain) in
SVoT used to guide the generation of intermediate state and
visualization for the SOKOBAN problem in Figure 1

Although both VoT and MVoT
emphasize the significance of in-
termediate state zi for sequential
state tracking, the definition of
zi remains underspecified. In
tasks such as MAZE and FROZEN-
LAKE, MVoT typically reduces zi
to merely the next action predic-
tion, providing sparse information
for visualization and subsequent
state prediction. In contrast, SVoT
formally defines the intermediate
state as a tuple zi = ⟨ai, si⟩, con-
taining the action ai and the state description si, resulting from applying ai to the previous state si−1.
In SVoT, we generate the ground truth for each si by anchoring the process with an initial state s0.
Consequently, each si is derived via a deterministic transition function f , si = f(si−1, ai), based on
the specified action preconditions and effects. For each domain, Figure 1 illustrates the intermediate
state zi (comprising the ground truth ai and si), and the initial state description s0 in the input,
highlighted in red. The state descriptions si in SVoT capture precise object layout, relationships, and
attributes to guide subsequent generations and enable the quantitative evaluation of si, e.g., verifying
the player’s coordinate (e.g., (0, 2)) or the exact number of collected coins (e.g., 2).
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Central to SVoT is the transition reasoning chain ci, which acts as the transition function, helping
the model derive the intermediate state zi and the visualization vi by verifying action preconditions
and applying action effects, closely aligning with classical planning assumptions. Unlike standard
Chain-of-Thought (CoT) in LLMs, ci encodes both semantic and spatial information (e.g., “the player
is at (2,3) with no block above it”), as illustrated in Figure 2. This enables SVoT to move beyond the
implicit state updates of MVoT toward a structured and verifiable reasoning process. By grounding
each generation in a precise state-updating process, ci bridges abstract spatial reasoning and concrete
multimodal generation, ensuring that state descriptions and visualizations remain consistent with
the underlying dynamics. For notational clarity, we use czi and cvi to denote the transition reasoning
chains for zi and vi, respectively, while using ci as the general form (or simply “CoT” for brevity).

action …

visualization

action

visualization

CoT intermediate 
state CoT

CoT CoTvisualization

intermediate 
state

visualization

…

Multimodal Visualization-of-Thought (MVoT)

Text Image

input

input

State-aware Visualization-of-Thought (SVoT)

1
2

3

4

5

1
2

3

4

5
goal

goal

Figure 3: The architectures of MVoT and SVoT.

To unify reasoning and generation for se-
quential state tracking, SVoT augments the
task specification X with an initial state de-
scription s0, resulting in X = ⟨d, s0, v0,A⟩.
SVoT represents each intermediate state as
zi = ⟨ai, si⟩. In addition, SVoT produces
a corresponding visualization vi for each
zi. Crucially, the MLLM is instructed to
generate a transition reasoning chain ci in
conjunction with zi and vi, yielding an inter-
leaved multimodal generation process that
naturally supports CoT reasoning. In SVoT, ci, zi, and vi are predicted conditioned on X and the
preceding generated states and visualizations, and the goal configuration g is then predicted from the
complete multimodal trajectory. To satisfy context-window constraints while preserving the explicit
trajectory, we exclude previously generated transition reasoning chains from the conditioning context
in each generation. Equations (3)–(5) formalize the SVoT generation process:

czi , zi ∼ Mθ(· | X , {zj , vj}i−1
j=1), (3)

cvi , vi ∼ Mθ(· | X , {zj , vj}i−1
j=1, zi), (4)

g ∼ Mθ(· | X , {zj , vj}nj=1). (5)

Figure 3 illustrates the architectural differences between SVoT and MVoT. In MVoT, the intermediate
state zi is typically reduced to an isolated action, e.g., zi = ai, without explicit transition reasoning
to support subsequent state or visualization generation. For conciseness, we make no distinction
between goal prediction and state prediction in SVoT unless explicitly noted.

3 Training Strategy

SVoT employs Anole-7B [23] as the backbone model, a unified autoregressive MLLM that encodes
visual and textual inputs as a single stream of discrete tokens. This architecture supports joint
text-and-visual generation within a unified autoregressive sequence, enabling end-to-end optimization.
Anole builds on Chameleon [24] without explicitly optimizing CoT capabilities. We implement a
two-stage training pipeline to develop CoT-based multi-hop spatial reasoning capabilities for this
backbone. In both stages, each training prompt is constructed with the ground-truth multimodal
trajectory prefix. In the first stage, we perform Supervised Fine-Tuning (SFT) to train the model
to generate transition-reasoning-guided state outputs (e.g., {czi , zi}) and visual counterparts (e.g.,
{cvi , vi}), utilizing the loss function introduced in MVoT (details in Appendix A.2). This stage
establishes a robust initialization for the subsequent RL phase. In the second stage, we employ
Group Relative Policy Optimization (GRPO) [25] to encourage exploration of flexible and effective
transition reasoning chains for synthesizing zi and vi.

SVoT defines three reward functions for GRPO: (1) a state reward rz for the correctness of each
intermediate state zi, (2) a visual reward rv for the fidelity of each visualization vi, and (3) a reasoning
reward rc for the faithfulness of each transition reasoning chain ci. For the text modality rewards, rz
and rc, SVoT parses the prediction ŷ and the ground truth y into a set of semantic elements P (y) and
defines rz and rc as the average exact-match accuracy across all fields p ∈ P (y), as formulated in
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Equation (6):

r(ŷ, y) =
1

|P (y)|
∑

p∈P (y)

I [p(ŷ) = p(y)] . (6)

Here, I[·] denotes the indicator function. For rz (where y = zi), P (zi) consists of discrete fields
derived from the action and state description (e.g., action direction, player coordinates, and the
number of collected coins in PACMAN). For rc (where y = ci), P (ci) contains keywords extracted
from action preconditions and effects (e.g., “with no block above it” for preconditions, and “block
position(s) remain the same” for effects in SOKOBAN as shown in Figure 2).

For the visual reward rv , we partition the generated image v̂ and the corresponding ground-truth image
v into aligned n×n grids of cells, denoted by v̂ij and vij , and compute a weighted cell-wise matching
score that measures local visual consistency. Since reliable semantic labels are often unavailable, we
employ a variance-based heuristic for automatic foreground detection, where a grid cell is classified
as foreground if its pixel-wise color variance exceeds a threshold. This allows the rv to assign higher
weights to semantically salient regions (e.g., players and boxes) than to the background, where the
heuristic tends to highlight texture-rich objects and treat relatively uniform cells as background. The
visual reward rv combines a cell-level matching term rstr with an image-quality term rqua:

rv(v̂, v) = rstr(v̂, v) · rqua(v̂, v), (7)

rstr(v̂, v) =
∑
(i,j)

wij · I [S(v̂ij , vij) ≥ τ ] , (8)

rqua(v̂, v) = clip

(
ϕ(v̂; Ω)

ϕ(v; Ω) + ϵ
, 0, 1

)
. (9)

Here, rstr measures cell-level consistency using structural, edge, and color features, while rqua
penalizes blurry predictions by measuring foreground sharpness. In Eq. (8), a cell contributes to the
reward only when its composite similarity score S exceeds the threshold τ . The weights wij are
normalized such that

∑
wij = 1 and assign higher weight to foreground cells than background cells

to encourage semantic focus. S combines three features:

S(·) = λhshash(·) + λesedge(·) + λcscolor(·), (10)

where shash measures perceptual-hash similarity to capture global structure, sedge computes edge-
map IoU using Sobel operators to reflect local texture boundaries, and scolor evaluates joint RGB
histogram correlation to assess color consistency. In Eq. (9), Ω denotes the foreground cells, and
ϕ(·; Ω) calculates the average Laplacian variance within Ω to measure sharpness. Detailed visual
reward formulation and hyperparameter settings are available in Appendices A.3 and A.11.

For each prompt, GRPO samples a group of G completions {og}Gg=1. In SVoT, completions within
a group belong to the same output type, either {cz, z} or {cv, v}. The reward rg for completion
og is computed as a weighted sum of individual rewards (e.g., rg = 0.5 rc + 0.5 rz). GRPO then
normalizes rewards within each group to compute relative advantages, promoting higher-reward
completions while suppressing suboptimal ones. SVoT optimizes the policy using the standard GRPO
objective. Full details of GRPO in SVoT are available in Appendix A.4.

In SVoT, the reasoning reward rc evaluates the fidelity of the transition reasoning chain against its
ground truth, ensuring that the model’s logic is sound and faithful rather than solely optimized for the
output, an approach aligning with a Process Reward Model (PRM) [26, 27]. In contrast, we explore
a simplified rg that retains only rz or rv, while removing reasoning reward rc akin to an Outcome
Reward Model (ORM) [27]. We empirically investigate whether explicit supervision of the transition
reasoning process via PRM yields superior sequential state tracking performance compared to sparse,
outcome-only signals used by ORM. Figure 4 illustrates the GRPO pipeline in SVoT with PRM.

4 Spatial Reasoning Tasks

To support rigorous evaluation of multi-hop spatial reasoning, we establish five grid-based domains
(Figure 1) of varying complexity, where the goal configuration g is defined as the final state description
induced by the given action sequence A. Actions are single-cell moves in most domains, and
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Unified MLLM🔥

<think> According to the action sequence, the next action is to go right. The player 
is at (2, 1) with a block to its right in the last image. Therefore, go right updates 
the position of the player to (2, 2) and pushes the block at (2, 2) to (2, 3) </think> 

… Determine the positions of the player and block 
following the action sequence. Full Action Sequence: go 
down, go right. Initial player position: (1, 1), block 
position(s): (2, 1), (2, 2).  Response: go down, player 
position: (2, 1), block position(s): (3, 1), (2, 2). <image>

Unified MLLM🔥

…Response: go down, player position: (2, 1), block 
position(s): (3, 1), (2, 2). <image> go right, player 
position: (2, 2), block position(s): (3, 1), (2, 3).

<think> In the last image, the player is at (2, 1) with a block to its 
right. In the new image, the action, go right, updates the position of 
the player to (2, 2) and pushes the block at (2, 2) to (2, 3) </think>

rc

<answer> go right, player 
position: (2, 2), block position(s): 
(3, 1), (2, 3) </answer>

visualization

input

CoT

CoT

input

G
for GRPO

intermediate 
stateCoT …

G

rc

intermediate
 stateCoT

rz rz0.5x 0.5x+ 0.5x 0.5x+

r1 rg…

Advantages

Group Computation

a1 ag…

rewards

Group Relative Policy Optimization

rc

CoT …

G

rc

CoT

rv0.5x 0.5x+ 0.5x 0.5x+

r1 …

Advantages

Group Computation

a1 ag…

rewards

Group Relative Policy Optimization

visualization visualization

rv

G
for GRPO

rg

intermediate 
state

Figure 4: GRPO training in SVoT with PRM. Left: sampling CoT with intermediate state and CoT
with visualization completions. Right: reward and advantage computation for GRPO updates.

multi-step moves in GATHER, restricted to the four cardinal directions (up/down/left/right), with
domain-specific preconditions and effects. Brief introductions to each domain are provided below,
with full construction details and descriptions available in Appendix A.5.

• MAZE: Building on the MAZE environment from MVoT, we additionally include invalid movements
that require models to infer action effects, where boundary violations and wall collisions leave the
agent’s position unchanged. The objective is to predict the agent’s final coordinate.

• FROZENLAKE: We adopt FROZENLAKE from MVoT, where tile distinctions (e.g., ice vs. holes vs.
goal) demand precise perception. The task is to predict the final player coordinate and tile type.

• SOKOBAN: A classical planning puzzle with multi-object interactions, where player moves can
push a block directly in front, resulting in block displacements. The task is to predict the final
coordinates of the player and all blocks.

• PACMAN: The player navigates a grid to collect coins, integrating numerical reasoning into
sequential state tracking under multi-object interactions. The task requires predicting the cumulative
number of collected coins over the action sequence and the agent’s final coordinate.

• GATHER: An advanced variant of PACMAN, introducing multi-step actions (e.g., “move down 4
steps”) and color-specific objectives, where each movement collects colored balls distributed along
the trajectory. The task requires predicting the number of colored balls collected and the agent’s
final position. This domain presents a substantial challenge, demanding long-horizon state tracking,
numerical reasoning, and visual grounding.

Across all domains, we vary grid sizes from 4 to 6 to maintain image quality, while extending to 5 to
7 for MAZE to ensure feasible paths. For each size, we scale the action sequence lengths to evaluate
long-horizon state tracking, and adjust the number of interactive objects to ensure diversity. For
each domain and grid size, we construct 500 deduplicated training instances, comprising 100 valid
maps, each paired with 5 valid action sequences. To assess generalization, we define In-Distribution
(ID) and Out-of-Distribution (OOD) test settings. ID instances match the training distribution, while
OOD instances introduce longer action sequences and larger numbers of interactive objects, testing
robustness to configurations unseen during training. We generate separate ID and OOD test sets
by sampling 60 unseen maps per domain and grid size and pairing each map with 2 valid action
sequences under the corresponding configuration, yielding 120 test instances per domain–size pair in
each setting. See Appendix A.6 for dataset collection details and domain statistics.

5 Experiment

We fine-tune Anole with LoRA [28], applying updates to all attention matrices and the unified output
head (rank r = 8, scaling factor α = 16, dropout 0.1). The training pipeline consists of 5 epochs of
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Size Backbone Method
Maze FrozenLake Sokoban Pacman Gather

ID OOD ID OOD ID OOD ID OOD ID OOD

C F C F C F C F C F C F C F C F C F C F

4

GPT-4o T-CoT 100 83.3 90.0 56.7 63.3 48.3 56.7 36.7 90.0 26.7 83.3 10.0 53.8 23.3 46.7 13.3

Anole

T-CoT - - - - 75.0 33.3 66.7 33.3 65.0 5.0 53.3 0.0 71.7 53.3 50.0 36.7 41.7 6.7 36.7 0.0
MVoT - - - - 86.7 46.7 80.0 56.7 73.3 15.0 61.7 3.3 73.3 56.7 63.3 46.7 46.7 13.3 36.7 3.3
SVoTo - - - - 100 86.7 88.3 63.3 73.3 71.7 70.0 50.0 100 63.3 86.7 61.7 60.0 40.0 43.3 10.0
SVoTp - - - - 100 83.3 88.3 68.3 86.7 78.3 80.0 68.3 100 70.0 93.3 66.7 60.0 50.0 46.7 16.7

5

GPT-4o T-CoT 66.7 23.3 56.7 26.7 90.0 80.0 86.7 56.7 63.3 40.0 43.3 20.0 83.3 23.3 78.3 10.0 40.0 0.0 33.3 0.0

Anole

T-CoT 71.7 16.7 46.7 16.7 73.3 33.3 43.3 26.7 60.0 3.3 50.0 0.0 71.7 51.7 43.3 31.7 31.7 0.0 25.0 0.0
MVoT 83.3 26.7 56.7 26.7 73.3 43.3 53.3 36.7 61.7 10.0 55.0 3.3 73.3 56.7 53.3 38.3 33.3 3.3 30.0 0.0
SVoTo 90.0 76.7 60.0 33.3 90.0 83.3 83.3 56.7 70.0 66.7 63.3 45.0 90.0 60.0 76.7 56.7 46.7 0.0 30.0 0.0
SVoTp 93.3 80.0 70.0 41.7 91.7 86.7 85.0 58.3 78.3 71.7 73.3 53.3 93.3 66.7 83.3 60.0 46.7 3.3 33.3 1.7

6

GPT-4o T-CoT 63.3 23.3 40.0 16.7 86.7 60.0 76.7 53.3 45.0 36.7 35.0 16.7 76.7 10.0 60.0 8.3 36.7 3.3 26.7 0.0

Anole

T-CoT 70.0 16.7 36.7 1.7 50.0 36.7 33.3 13.3 58.3 3.3 41.7 3.3 48.3 36.7 40.0 28.3 38.3 0.0 23.3 0.0
MVoT 83.3 26.7 46.7 3.3 63.3 40.0 43.3 20.0 58.3 6.7 51.7 6.7 60.0 45.0 51.7 26.7 40.0 0.0 20.0 0.0
SVoTo 86.7 70.0 55.0 26.7 93.3 80.0 76.7 40.0 66.7 55.0 56.7 33.3 83.3 53.3 68.3 41.7 46.7 3.3 23.3 0.0
SVoTp 90.0 81.7 66.7 36.7 93.3 83.3 76.7 55.0 71.7 68.3 65.0 48.3 83.3 60.0 75.0 56.7 45.0 6.7 30.0 1.7

7

GPT-4o T-CoT 66.7 26.7 36.7 10.0

Anole

T-CoT 60.0 3.3 30.0 0.0 - - - - - - - - - - - - - - - -
MVoT 73.3 6.7 40.0 0.0 - - - - - - - - - - - - - - - -
SVoTo 76.7 63.3 51.7 20.0 - - - - - - - - - - - - - - - -
SVoTp 80.0 70.0 65.0 33.3 - - - - - - - - - - - - - - - -

Table 1: Goal coverage accuracy (%) across five domains under ID and OOD settings, evaluated on
classification (C) and free-response (F) output formats. SVoT variants are distinguished by subscripts
o (ORM) and p (PRM). Best results among Anole-based methods are bolded, and results for SVoTp
are highlighted in gray.

SFT (learning rate 1×10−4), followed by 5 epochs of GRPO (learning rate 5×10−6). In both stages,
we maintain a batch size of 8. During GRPO, we sample G = 4 completions with a temperature of
1.0. We implement both SFT and GRPO with the TRL library [29] and optimize using AdamW [30].
The entire training process is run on 4 NVIDIA A100 GPUs and takes approximately 10 days.

We begin by evaluating goal prediction accuracy on ID and OOD test sets, each containing 120
instances for every domain–size pair. Formally, given the task specification X , the model must
predict the goal state g by autoregressively generating each intermediate state zi and its corresponding
visualization vi in sequence, guided by the transition reasoning chain ci. We report performance
under two output formats: Free Response, where the model provides a textual description of g, and
Classification, where it selects the correct g from four candidates (see Appendix A.7 for candidate
construction details). A prediction is considered correct if it exactly matches the ground truth. We
adopt the state-of-the-art solver MVoT as our primary baseline. Additionally, we include two textual
CoT (T-CoT) baselines: GPT-4o [31], a strong non-finetuned MLLM, and Anole, which is instruction-
tuned to reason step by step by explicitly describing coordinates and the environment layout in text
before producing the final answer. For SVoT, we evaluate two variants: SVoTo (SVoT+ORM) and
SVoTp (SVoT+PRM). For fair comparison, all baselines are provided with the same initial state
description as SVoT.

Main Results. As shown in Table 1, free-response evaluation is markedly harder than classification,
and OOD further degrades performance across all domains, underscoring the difficulty of long-
horizon state tracking. While MVoT outperforms the Anole T-CoT baseline, both SVoT variants
substantially improve over MVoT across most domain–size pairs. By predicting structured transition
reasoning chains, intermediate states, and aligned visualizations, SVoT makes state tracking explicitly
verifiable and enables precise reward design for GRPO. SVoTp outperforms both SVoTo and MVoT
in most settings, achieving state-of-the-art performance, particularly under the challenging OOD
and free-response settings, with a largest absolute gain of 65% over MVoT on SOKOBAN at size 4.
The superior performance of SVoTp suggests that transition-aware rewards provide more effective
guidance than outcome-only signals for complex state tracking tasks. Compared with GPT-4o, SVoTp
generally performs better, while achieving comparable performance on FROZENLAKE. GPT-4o
shows limited free-response performance in PACMAN and GATHER, where numerical reasoning
introduces additional difficulty, and also degrades on MAZE, where collision detection and boundary-
constraint reasoning impose significant challenges. Notably, GATHER remains challenging for all
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methods despite the relative advantage of SVoTp. To diagnose this, we analyze single-step prediction
accuracy to isolate individual error sources, with results discussed below.

Size Setting (N ) Method
Transition Reasoning

Chain
Intermediate

State

PosOld PosNew Ball Action Pos Ball

4
ID (646) SVoTo 97.83 98.92 72.76 100.0 97.68 68.27

SVoTp 98.92 93.65 74.46 100.0 93.34 74.92

OOD (1196) SVoTo 96.74 93.48 40.89 87.79 90.89 40.89
SVoTp 97.83 92.39 57.36 95.07 91.39 51.09

5
ID (743) SVoTo 97.98 94.75 50.87 95.42 92.19 48.05

SVoTp 97.98 95.83 55.99 95.42 95.42 55.99

OOD (1275) SVoTo 96.78 93.49 40.47 93.80 92.55 40.47
SVoTp 96.78 94.67 47.84 95.84 93.80 44.78

6
ID (951) SVoTo 96.85 90.43 40.90 94.01 90.22 35.12

SVoTp 98.95 95.69 45.95 98.00 94.64 45.95

OOD (1418) SVoTo 94.64 94.64 31.73 88.58 83.29 31.73
SVoTp 95.70 94.64 44.71 92.88 89.07 41.47

Table 2: Single-step prediction accuracy (%) of the
transition reasoning chain and intermediate state for
SVoTo and SVoTp within the GATHER domain.

Single-Step Prediction Accuracy. We fur-
ther investigate the performance drop in
GATHER by reporting single-step prediction
accuracy for both transition reasoning chain
ci and intermediate state zi, conditioning on
ground-truth inputs. Results are measured
over N state predictions across 120 ID and
OOD test instances for each grid size. For
ci, we assess the player’s position before
a multi-step movement (PosOld), after the
movement (PosNew), and the ball-collection
reasoning (e.g., “collects 1 green ball and 1
blue ball”). For zi, we evaluate the predicted
action, the structured player position (Pos),
and the record of collected balls (e.g., “Green:
1, Blue: 1”).

As shown in Table 2, the main bottleneck
lies in path-dependent ball collection rather
than spatial tracking. SVoT maintains robust
fidelity in player dynamics (action and position prediction) across all settings, with only a minor drop
in position accuracy as grid size increases. In contrast, ball-tracking accuracy degrades sharply with
increasing grid size and drops further under OOD shift for both SVoTo and SVoTp. SVoTp maintains
ball-tracking accuracy above 40% in both ci and zi predictions. Nevertheless, multi-step collection
of multi-colored balls introduces ambiguity and amplifies error accumulation over long horizons,
contributing to the low performance reported in Table 1.

Go up

Go right

Go left 3

MVoTSVoTp SVoTo
Previous Image Target Image Generated images

❌ Blurred Image✅ Correct Image

✅ Correct Image

✅ Correct Image

❌ Blurred Image

❌ Wrong Image

✅ Correct Image

✅ Correct Image

❌ Wrong Image

Pacman

Gather

FrozenLake

Figure 5: Example visualizations generated in Table
1 under the OOD and free-response settings.

Visualization Qualitative Analysis. Fig-
ure 5 illustrates representative visualizations
generated under the OOD and free-response
settings in Table 1. MVoT-generated images
are prone to blurring as pattern complexity
increases (e.g., in FROZENLAKE and PAC-
MAN) and often exhibit inaccuracies (e.g.,
in GATHER). In contrast, SVoT mitigates
blur by penalizing vague generations via the
visual reward. Notably, SVoTp produces
high-fidelity visualizations; for instance, in
GATHER, its transition reasoning chain cor-
rectly tracks the ball-collection event (e.g.,
“collects 1 red ball and 1 blue ball”), and
the visualization accurately reflects this col-
lection dynamic. Conversely, SVoTo suffers
from an under-optimized reasoning chain (e.g., “balls remain unchanged”), resulting in a generated
image that updates the agent’s position but omits the corresponding ball collection.

Method Maze FrozenLake Sokoban Pacman Gather

MVoT 0.8056 0.8361 0.7962 0.7954 0.7414
SVoTo 0.8243 0.8464 0.8238 0.8149 0.7482
SVoTp 0.8571 0.8576 0.8578 0.8449 0.7716

Table 3: Quantitative analysis of generated images
in Table 1 aggregated by size under OOD and free-
response settings. Scores are computed using Eq. (7).
See Appendix A.8 for additional experiments.

Visualization Quantitative Analysis. Ta-
ble 3 reports quantitative evaluation of gen-
erated images in Table 1 under OOD and free-
response settings, computed using the visual
reward rv (Eq. (7)). Across all domains, SVoT
achieves higher rv scores than MVoT, reflect-
ing the effectiveness of rv in guiding genera-
tion. Between the two variants, SVoTp consis-
tently outperforms SVoTo despite sharing the
same visual reward. This suggests that PRM
produces more faithful and generalizable visualizations by promoting accurate state-transition reason-
ing. In GATHER, the lower scores of both SVoT variants align with the reduced transition-reasoning
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and intermediate-state prediction accuracy in Table 2, indicating that visual quality is closely tied to
the correctness of the underlying transition reasoning and state representation.

Size Method Maze FrozenLake Sokoban Pacman Gather

ID OOD ID OOD ID OOD ID OOD ID OOD

4

SVoTp - - 83.3 68.3 78.3 68.3 70.0 66.7 50.0 16.7
w/o-V - - 73.3 63.3 58.3 43.3 65.0 53.3 35.0 3.3
w/o-RL - - 78.3 65.0 35.0 25.0 61.7 48.3 23.3 8.3
w/o-RL-C - - 73.3 60.0 30.0 26.7 58.3 46.7 23.3 6.7

MVoT - - 46.7 56.7 15.0 3.3 56.7 46.7 13.3 3.3

5

SVoTp 80.0 41.7 86.7 58.3 71.7 53.3 66.7 60.0 3.3 1.7
w/o-V 68.3 35.0 70.0 53.3 53.3 40.0 61.7 50.0 0.0 0.0
w/o-RL 33.3 28.3 65.0 50.0 33.3 21.7 55.0 46.7 3.3 1.7
w/o-RL-C 36.7 23.3 50.0 36.7 23.3 16.7 53.3 41.7 1.7 0.0

MVoT 26.7 26.7 43.3 36.7 10.0 3.3 56.7 38.3 3.3 0.0

6

SVoTp 81.7 36.7 83.3 55.0 68.3 48.3 60.0 56.7 6.7 1.7
w/o-V 70.0 25.0 63.3 45.0 45.0 26.7 55.0 45.0 0.0 0.0
w/o-RL 38.3 16.7 51.7 38.3 26.7 16.7 51.7 40.0 6.7 1.7
w/o-RL-C 33.3 16.7 40.0 28.3 20.0 16.7 50.0 30.0 3.3 0.0

MVoT 26.7 3.3 40.0 20.0 6.7 6.7 45.0 26.7 0.0 0.0

Table 4: Ablation study of SVoTp evaluated on goal cov-
erage accuracy, using the same settings as Table 1. w/o-V
denotes SVoTp without visualizations; w/o-RL denotes
SVoTp without GRPO (trained using only SFT for 10
epochs); and w/o-RL-C represents SFT with only state
representations and visualizations without transition rea-
soning chains. See Appendix A.9 for the whole table.

Ablation Study. Table 4 details the ab-
lation study of SVoTp under the same
experimental settings as Table 1. We re-
port free-response results for grid sizes
4 to 6 to save space. The removal
of visualizations (w/o-V) leads to a
clear performance decline, suggesting
that interleaved images provide essen-
tial visual cues to facilitate state track-
ing. Replacing GRPO with an extended
SFT stage (w/o-RL), while keeping the
same training-epoch budget, results in
a substantial performance drop. This
is evident in the spatially constrained
MAZE domain and the interaction-rich
SOKOBAN domain, where detecting in-
valid moves is critical and multiple
player–block interactions frequently oc-
cur. These results underscore the advan-
tage of GRPO over SFT in reasoning un-
der complex constraints and rich interac-
tion dynamics. Finally, after further re-
moving transition reasoning chains from
w/o-RL, w/o-RL-C yields a marginal de-
crease, indicating that SFT alone is insufficient to fully exploit transition reasoning chains without
RL-based reward optimization.

Figure 6: Reward curves of SVoTp and SVoTo
on the SOKOBAN and GATHER validation sets for
single-step prediction (876 and 742 samples, respec-
tively). Shaded regions indicate standard deviation.

Reward Analysis. Figure 6 illustrates the val-
idation reward curves of SVoTp and SVoTo
for single-step prediction on SOKOBAN and
GATHER with grid size 5, including the state
reward rz , visual reward rv, and reasoning re-
ward rc. Under SVoTo, the total reward is
0.5 rz + 0.5 rv; under SVoTp, the total reward
averages 0.5 rc + 0.5 rz and 0.5 rc + 0.5 rv.
Overall, SVoT with PRM yields faster and sta-
ble optimization than ORM, due to its denser,
reasoning-aware supervision. In SOKOBAN,
SVoTp reaches peak total reward at around
epoch 3, while SVoTo attains a comparable
level around epoch 4. For the challenging
GATHER domain, the lower peak total reward
under SVoTp (0.87) reflects its higher task com-
plexity. Under SVoTo, the state reward rz and
visual reward rv diverge post-peak, suggesting
a decoupling between textual and visual repre-
sentations, where the model appears to optimize textual patterns independently of visual consistency.

6 Conclusion

In this work, we introduced SVoT, an RL-based framework that generates interleaved, verifiable
intermediate states and visualizations and treats state transitions as explicit reasoning steps to improve
multi-hop spatial reasoning in MLLMs. This design bridges perception-driven spatial understanding
with deterministic transition reasoning for reliable sequential state tracking. By establishing five
grid-based domains that support precise verification of intermediate-state and transition-reasoning
correctness, we enabled fine-grained reward optimization. Our results show that accurate intermediate-
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state prediction and faithful transition reasoning are central to reliable sequential state tracking, with
transition-aware supervision yielding state-of-the-art performance across all evaluated domains.
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A Appendix

A.1 Related Work

Static Spatial Reasoning. Despite significant advancements in Large Language Models (LLMs),
Vision-Language Models (VLMs), and Multimodal Large Language Models (MLLMs), spatial
reasoning remains a persistent challenge and a growing area of interest [10]. Previous research
attributes the limited spatial capabilities of current models to a scarcity of explicit 3D and 2D
spatial knowledge in training data. To address this, recent works have introduced comprehensive
data generation pipelines [32, 9, 33, 34] and datasets [11, 12] to enable large-scale training on
spatially-aware Visual Question Answering (VQA) tasks. Beyond data augmentation strategies,
recent architectural advancements have focused on enhancing static spatial perception. SpatialRGPT
[34] introduces a relative-depth injection module and region proposals to ground objects in 3D space,
while Spatial-MLLM [35] leverages a dual-encoder architecture to recover implicit structural priors
from 2D inputs without external depth data. However, these approaches primarily target instantaneous
spatial understanding, localizing objects and inferring relations within a single, static frame. They
rarely model environment dynamics during action execution, limiting their effectiveness for complex
multi-hop spatial reasoning.

Dynamic Spatial Reasoning. To enhance dynamic spatial reasoning in LLMs, Wu et al. [8] proposed
Visualization-of-Thought (VoT), a zero-shot prompting strategy that encourages models to internally
simulate spatial layouts and their evolution over time. Inspired by human mental navigation, VoT
prompts the model to generate a text-based state description after each reasoning step to guide
multi-step inference. Recent strides in multimodal-native foundation models, such as Chameleon
[24], Emu [36], and Show-o [37], have expanded capabilities from passive understanding to active
multimodal generation. Building on the unified multimodal backbone, Multimodal Visualization-of-
Thought (MVoT) [13] advances VoT by moving beyond purely textual reasoning. By synthesizing
visual tokens directly within the reasoning chain, MVoT integrates text and vision into an interleaved
reasoning format. This provides a visually grounded reasoning trace, making the intermediate
decision-making process more explicit. However, a key limitation of both VoT and MVoT is the
absence of a principled mechanism to verify intermediate steps. As a result, errors can accumulate
over time, undermining reliable sequential state tracking in multi-hop spatial reasoning. In contrast,
SVoT introduces verifiable structured state representations and explicit transition reasoning chains,
allowing intermediate states and reasoning chains to be optimized via reinforcement learning. By
tightly coupling transition reasoning, state prediction, and visualization generation, SVoT mitigates
error propagation and improves the consistency of long-horizon state tracking.

Reinforcement Learning for Reasoning. Reinforcement learning (RL) has emerged as an ef-
fective approach for enhancing reasoning in large models, as demonstrated by OpenAI o1 [38],
DeepSeek-R1 [39], and Qwen3 [40]. Among recent algorithms, Group Relative Policy Optimization
(GRPO) [25] provides a computationally efficient approach by normalizing rewards over a group
of sampled candidate outputs, yielding stable learning signals without requiring a separate critic
model. This paradigm has recently been extended to multimodal applications [41–44]. Building
on these advances, SVoT adapts GRPO to improve sequential state tracking in multi-hop spatial
reasoning by optimizing an interleaved generation process that produces structured intermediate
states and visualizations guided by transition reasoning chains. With fine-grained rewards, SVoT
verifies predicted intermediate states and transition reasoning chains while evaluating visualization
fidelity, achieving state-of-the-art performance on challenging sequential state tracking tasks with
strong out-of-distribution (OOD) robustness.

A.2 MVoT

The supervised fine-tuning (SFT) stage of SVoT follows the same training pipeline as MVoT. MVoT
builds on Chameleon’s unified autoregressive framework [24], where image and text tokens are
jointly processed by a single causal Transformer. Images are encoded by a frozen visual tokenizer
with codebook C ∈ RN×D, where N denotes the number of codebook entries and D denotes the
embedding dimensionality. We denote the i-th visual codebook index as tvisi ∈ {1, . . . , N} and the
embedding associated with index j as evisj ∈ RD. Text is mapped to discrete token indices by a
separate frozen text tokenizer, and the resulting text and image token sequences are concatenated
before being fed into the Transformer.
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In addition to the standard next-token cross-entropy objective, MVoT incorporates a token discrepancy
loss that explicitly regularizes the model in the visual embedding space. For each ground-truth visual
index tvisi , MVoT first computes the distance between its corresponding embedding evis

tvisi
and all visual

codebook entries to obtain

Stvisi
=
[
MSE(evistvisi

, evis1 ), . . . ,MSE(evistvisi
, evisN )

]
∈ R1×N , (11)

where MSE(·, ·) denotes the mean squared error and larger values indicate that a codebook entry is
farther from the ground-truth visual embedding. At position i, the Transformer outputs a probability
distribution P (ti) ∈ R1×N over the visual vocabulary. The token discrepancy loss is then defined as

LD =

N∑
i=1

Stvisi
· P (ti), (12)

where · denotes the inner product. Intuitively, LD discourages the model from assigning high
probability to codebook entries that are associated with large distances to the ground-truth embedding
in the visual space.

The causal Transformer is fine-tuned with a combination of the standard next-token cross-entropy
loss LC over both text and image tokens and the token discrepancy loss LD on image tokens, while
the image and text tokenizers remain frozen. The overall training objective is

L = LC + LD. (13)

A.3 Detailed Formulation of Visual Reward

The visual reward rv is defined as

rv(v̂, v) = rstr(v̂, v) · rqua(v̂, v), (14)

rstr(v̂, v) =
∑
(i,j)

wij I [S(v̂ij , vij) ≥ τ ] , (15)

rqua(v̂, v) = clip

(
ϕ(v̂; Ω)

ϕ(v; Ω) + ϵ
, 0, 1

)
. (16)

The term rstr evaluates cell-level matching, while rqua measures perceptual quality through fore-
ground sharpness and penalizes blurry predictions. Foreground cells are identified using a variance-
based heuristic. For each cell, RGB values are normalized to the range [0, 1], and the cell is classified
as foreground if the average per-channel variance of the normalized RGB values exceeds a threshold
δ = 0.002. The foreground mask Ω is extracted from the ground-truth image v and kept fixed when
evaluating both v̂ and v. It is used both to assign higher weights to semantically salient cells in rstr
and to define the sharpness region in rqua.

In the structural term rstr, a cell is counted as matched only when its composite similarity S exceeds
the threshold τ = 0.8, making the matching criterion relatively strict and reducing reward for coarse
but inaccurate alignments. Before normalization, foreground cells are assigned weights ten times
larger than those of background cells, i.e.,

wij ∝
{
10, (i, j) ∈ Ω,

1, (i, j) /∈ Ω,
with

∑
i,j

wij = 1. (17)

We next detail the calculation of the composite similarity score S(v̂ij , vij). For notational brevity,
let x,y ∈ RHc×Wc×3 denote the pixel arrays of the generated cell v̂ij and the ground-truth cell
vij , respectively, where Hc and Wc are the height and width of each cell patch. S comprises three
components:

Perceptual Hash Similarity (shash). This component captures the coarse geometric structure of
the image patch. We first convert the patches x and y to grayscale and downsample them to a fixed
size of K ×K (with K = 8). Let H(x) ∈ {0, 1}K2

be the binary hash vector, where the k-th bit is
set to 1 if the pixel intensity exceeds the patch’s mean intensity, and 0 otherwise. The similarity is
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calculated using the normalized Hamming distance:

shash(x,y) = 1− 1

K2

K2∑
k=1

I [H(x)k ̸= H(y)k] , (18)

where I[·] is the indicator function.

Edge Alignment (sedge). To ensure the alignment of local boundaries and textures, we extract
edge maps using the Sobel operator. Let Gx and Gy be the horizontal and vertical gradients of the
grayscale patch, computed via convolution. We define a binary edge map E(x) by thresholding the
gradient magnitude:

E(x) = I
[√

G2
x +G2

y > µx

]
, (19)

where µx is the mean gradient magnitude of the patch. The similarity sedge is computed as the
Intersection over Union (IoU) of the binary edge maps:

sedge(x,y) =


1, if |E(x) ∪E(y)| = 0,

|E(x) ∩E(y)|
|E(x) ∪E(y)|+ ϵ

, otherwise.
(20)

where ϵ is a small constant for numerical stability. When both edge maps are empty, we set sedge = 1,
treating the shared absence of edges as perfect edge-level agreement.

Color Consistency (scolor). To capture chromatic correlations, we compute a joint RGB histogram.
We discretize the color space into 8×8×8 bins and flatten it into a vector h ∈ R512. Let h̃ = h− h̄1
denote the mean-centered histogram vector, where h̄ is the mean histogram value and 1 is the all-ones
vector. The similarity is measured using the Pearson correlation coefficient, formulated as the cosine
similarity of the centered vectors:

scolor(x,y) = clip

(
h̃⊤
x h̃y

∥h̃x∥2 · ∥h̃y∥2
, 0, 1

)
. (21)

The composite similarity score S is computed as a weighted combination of the shash, sedge, and
scolor, with λh = 0.4, λe = 0.3, and λc = 0.3, respectively:

S(x,y) = λhshash(x,y) + λesedge(x,y) + λcscolor(x,y). (22)

A.4 Group Relative Policy Optimization (GRPO)

GRPO is a PPO-style policy optimization method that avoids training a separate value critic, and
instead estimates advantages by normalizing rewards within a group of sampled completions. For
each prompt q, GRPO samples a set of G candidate completions {og}Gg=1 from the current (old)
policy πθold(· | q) and evaluates each candidate with a reward function to obtain {rg}Gg=1. The
advantage of a candidate og is computed via within group normalization:

Ag =
rg −mean({rj}Gj=1)

std({rj}Gj=1)
. (23)

The policy πθ is then updated by optimizing the following objective:

JGRPO(θ) = Eq∼D, {og}G
g=1∼πθold

(·|q)[
1

G

G∑
g=1

1

|og|

|og|∑
t=1

min
(
ρg,t(θ)Ag, clip(ρg,t(θ), 1− ϵ, 1 + ϵ)Ag

)
− β DKL

(
πθ ∥πref

)]
.

(24)

where ρg,t(θ) =
πθ(og,t|q,og,<t)

πθold
(og,t|q,og,<t)

is the token-level probability ratio, og,t denotes the t-th token of
completion og, and |og| denotes the completion length. ϵ is the clipping parameter, and β controls
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the KL penalty. By normalizing rewards within each group, GRPO derives relative advantages
that provide stable training signals and encourage the policy to assign higher probability to higher-
advantage completions. In our experiments, we set ϵ = 0.2 and β = 0 following prior studies
[45, 46].

A.5 Domain Generation

In this work, all domains are instantiated as OpenAI Gym environments [15]. FROZENLAKE is
based on the built-in Gym implementation, while the other four domains are implemented using
PDDLGym [47]. PDDLGym is a Python library that automatically builds OpenAI Gym environments
from PDDL [48] domain and problem files. This provides a convenient and scalable mechanism for
constructing relational benchmarks for both reinforcement learning and planning-based sequential
decision making. In PDDL, the domain file specifies the lifted transition model through predicate
symbols and parameterized action schemas, each defined by precondition and effect formulas. The
problem file specifies the concrete objects used to instantiate lifted predicates into ground atoms and
action schemas into ground actions, together with the initial state, represented as a set of ground
atoms, and the goal condition. When constructing datasets in our experiments, we manually design
a PDDL domain file for each domain and automatically generate multiple problem files, which are
used to construct the training, validation, and test sets.

For the MAZE domain, we generate PDDL problem files by sampling the initial player position,
goal position, and wall positions under different random seeds. We discard problem files when
breadth-first search (BFS) finds no feasible path from the initial player position to the goal. For each
solvable instance, we construct action sequences that include both a ground-truth, goal-achieving plan
obtained via BFS for the training set and randomly sampled action sequences, which may contain
inapplicable moves corresponding to wall collisions or boundary violations. The wall density for
each grid size is summarized in Table 5.

For the FROZENLAKE domain, we use the built-in OpenAI Gym generator to sample distinct maps
by varying the hole density as specified in Table 5. We then perform a BFS-based reachability
check to discard any map whose goal state is not reachable from the initial player position. For each
solvable map, we extract a goal-reaching plan via BFS for the training set and generate additional
action sequences by sampling random actions under deterministic grid dynamics (i.e., ignoring the
stochastic “slippery” transitions); these trajectories may terminate early when the agent falls into a
hole. The hole density for each grid size is reported in Table 5.

For the SOKOBAN domain, we generate PDDL problem files by sampling the initial player position,
the number of blocks, the initial and goal positions of each block, and the wall positions under different
random seeds and grid sizes. Similar to the previous domains, we discard any problem file that is
unsolvable and, for each solvable instance, extract a goal-achieving plan to use as supervised action
sequences for training, while additionally generating random action sequences. The configuration of
the number of blocks and the wall density for each grid size is reported in Table 5.

For the PACMAN domain, we generate PDDL problem files by sampling the initial player position,
number of coins and their locations, controlled by the coin-density configuration. Similar to the
previous domains, we discard any problem file that is unsolvable and, for each solvable instance,
extract a goal-achieving plan (collecting all coins) for training, while additionally generating random
action sequences. The coin density for each grid size is reported in Table 5.

For the GATHER domain, we generate PDDL problem files by sampling the initial player position,
the number of balls of each color, and the positions of each ball, controlled by the ball-density
configuration across different random seeds and grid sizes. We construct action sequences in the
same manner as above, with the goal-achieving plan defined as the action sequence that collects all
colored balls. The ball density and the color configuration for each grid size are reported in Table 5.

We present the domain descriptions of MAZE (Table 9), FROZENLAKE (Table 10), SOKOBAN
(Table 11), PACMAN (Table 12), and GATHER (Table 13) used in the input prompts of SVoT with
PRM, including the specified action preconditions and effects. We shorten the length of the action
sequence to two for clarity of illustration. For MAZE, we include both free-response and classification
examples, covering three types of responses, intermediate state prediction, image prediction, and goal
prediction, to illustrate the full SVoT process. For the other domains, we only show free-response
goal prediction examples.
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✅ Correct Image

✅ Correct Image ❌ Blurred ImageSokoban
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❌ Wrong Image

❌ Wrong Image ❌ Wrong Image
Figure 7: Visualization examples generated in Table 1 for MAZE and SOKOBAN domains under the
OOD and free-response settings.

A.6 Dataset Collection

For each domain and grid size, we construct the training set from 100 valid maps with 5 valid action
sequences per map, and the validation set from 30 valid maps with 2 valid action sequences per
map. We further generate separate ID and OOD test sets, each from 60 valid maps with 2 valid
action sequences per map. This yields 500 unique training instances, 60 unique validation instances,
120 unique ID test instances, and 120 unique OOD test instances per domain–size pair, with no
duplication within or across splits. For the OOD settings, we extend the action-sequence length
and introduce additional interactive objects within each grid size to evaluate SVoT’s generalization
capability. Table 5 reports training, validation, ID test, and OOD test sizes measured by the total
number of state, visualization, and goal predictions, together with action-sequence length ranges and
domain statistics for each grid size.

A.7 Candidate Answer Construction

For each instance in the introduced domain, we construct a four-choice classification set by pairing
the ground-truth answer with three randomly generated incorrect candidates. We additionally impose
constraints to ensure that one incorrect candidate is partially correct. For example, in PACMAN,
we include a distractor that either has the correct final player position but an incorrect number of
collected coins, or has an incorrect final position but a correct coin count. We also constrain candidate
coordinates to lie within a distance of 2 cells from the ground-truth coordinate, and require all
candidates to be valid (e.g., the predicted coin count must be between 0 and the total number of
coins).

A.8 Visualization Quantitative Analysis

Table 6 provides a more fine-grained breakdown of the visual generation quality reported in Ta-
ble 3 across different grid sizes. Overall, SVoTp maintains strong visual fidelity across evaluated
domains and grid sizes, and in SOKOBAN at size 6, it achieves a particularly high visual reward rv
of 0.8834, where the other methods exhibit noticeable degradation. This supports the effectiveness
of transition-aware supervision in mitigating visual hallucinations in multi-object interactive envi-
ronments. However, for FROZENLAKE with size 4, SVoTp exhibits slightly lower visual quality
compared to SVoTo. Finally, visual reward scores for all methods drop markedly in the GATHER
domain at grid size 6, highlighting clear direction for future work.

We additionally report three foreground–background correctness metrics in Table 7. These metrics
evaluate whether generated visualizations preserve object-level correctness in grid cells. Foreground
Cell Accuracy measures whether cells containing ground-truth foreground objects are correctly
generated, while Background Error Rate measures hallucinated foreground objects in cells that are
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Category Domain Grid Size Training Size Validation Size Test Size Color Variables ID → OOD
ID OOD

Statics

MAZE

5 6342 832 1658 2682 -
Wall Density 0.3 → 0.56 8164 982 1956 3164 -

7 8544 1166 2326 3372 -

FROZENLAKE

4 5120 736 1494 2362 -
Hole Density 0.2 → 0.45 7346 882 1758 2588 -

6 7754 1042 2028 3018 -

SOKOBAN

4 5326 762 1534 2430 -
Wall Density
Block Number

0.2 → 0.3

1–2 → 2

5 7146 936 1864 2704
-

Wall Density
Block Number

0.2 → 0.3

1–2 → 36 8362 1112 2216 3136

PACMAN

4 5342 652 1308 2396 -
Coin Density 0.3 → 0.55 7426 846 1698 2642 -

6 7728 934 1910 2974 -

GATHER

4 5424 696 1412 2512 {R, G}
Ball Density 0.3 → 0.5

5 7330 802 1606 2670 {R, G, B}

6 8182 1026 2022 2956 {R, G, B, Y}

Action All

4 – – – – - Sequence Length 3–7 → 8–10
5 – – – – - Sequence Length 4–8 → 9–11
6 – – – – - Sequence Length 5–10 → 11–13
7 – – – – - Sequence Length 6–11 → 12–14

Table 5: Domain statistics and ID→OOD parameter shifts. Training, validation, ID test, and OOD
test sizes are measured by the total number of state, visualization, and goal predictions from 500
training instances, 60 validation instances, 120 ID test instances, and 120 OOD test instances for each
domain–size pair, respectively. Each action step contributes one state prediction and one visualization
prediction, and each instance contributes one final goal prediction.

Method
Maze FrozenLake Sokoban Pacman Gather

5 6 7 4 5 6 4 5 6 4 5 6 4 5 6

MVoT 0.8111 0.8030 0.8028 0.8329 0.8475 0.8278 0.8064 0.8075 0.7748 0.8064 0.8033 0.7766 0.7646 0.7590 0.7005
SVoTo 0.8385 0.8265 0.8080 0.8594 0.8393 0.8406 0.8397 0.8208 0.8109 0.8219 0.8217 0.8011 0.7713 0.7687 0.7047
SVoTp 0.8748 0.8610 0.8356 0.8560 0.8679 0.8490 0.8486 0.8413 0.8834 0.8397 0.8444 0.8506 0.8190 0.7939 0.7020

Table 6: Full quantitative analysis of generated images in Table 1 under OOD and free-response
settings. Scores are computed using the visual reward rv defined in Eq. (7)

background in the ground-truth state. We further report Full Visualization Accuracy, which counts
a visualization as correct only when all ground-truth foreground cells are correctly generated and
no ground-truth background cell contains an extra foreground object. These diagnostic metrics are
enabled by our PDDL-based domain construction, which provides ground-truth cell-level object
labels for each image. In broader applications, such semantic labels are often unavailable; therefore,
the visual reward rv , which uses a variance-based foreground heuristic, is broadly applicable.

Table 7 shows that SVoTp consistently achieves higher Foreground Cell Accuracy and Full Visualiza-
tion Accuracy than MVoT and SVoTo, while also reducing Background Error Rate in most settings.
Together with the reward-based analysis in Table 6, these results indicate that SVoTp improves both
visual fidelity and object-level correctness in generated visualizations.

A.9 Detailed Ablation Study

Table 8 extends Table 4 by additionally reporting classification results for the variants of SVoTp. While
classification performance across variants broadly tracks the trends observed in the free-response
setting, the classification metric is noticeably less sensitive to the removal of RL in certain domains.
For example, in the MAZE domain with size 6, w/o-RL attains high classification accuracy (83.3%),
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Method Metric
Maze FrozenLake Sokoban Pacman Gather

5 6 7 4 5 6 4 5 6 4 5 6 4 5 6

MVoT
FGAcc 87.10 85.90 84.80 88.40 89.20 87.60 85.60 84.90 82.10 86.40 85.80 83.10 80.90 79.60 73.90
BkgErr 6.60 7.10 7.70 5.90 5.40 6.20 7.80 8.20 9.50 7.30 7.70 9.00 10.70 11.30 14.10
FullAcc 66.70 62.50 58.30 68.30 70.00 65.80 60.80 58.30 53.30 62.50 60.80 55.00 46.70 43.30 32.50

SVoTo

FGAcc 90.30 88.80 86.20 91.40 89.50 89.30 89.60 87.30 86.10 88.40 87.70 85.80 82.80 81.50 74.80
BkgErr 4.90 5.40 6.60 4.20 5.10 5.20 5.60 6.80 7.30 5.90 6.20 7.50 9.10 9.80 13.20
FullAcc 75.00 70.80 64.20 78.30 73.30 72.50 70.00 65.00 62.50 69.20 67.50 62.50 54.20 50.00 36.70

FGAcc 94.10 93.20 90.60 92.00 92.50 91.60 91.80 91.10 93.20 90.40 90.80 91.10 86.80 84.30 76.10
BkgErr 2.90 3.30 4.50 4.00 3.60 4.30 4.30 4.80 3.40 4.80 4.70 4.30 6.70 8.00 13.60SVoTp

FullAcc 84.20 81.70 75.80 80.00 81.70 78.30 77.50 75.80 83.30 74.20 75.00 76.70 63.30 57.50 38.30

Table 7: Foreground–background correctness evaluation of generated visualizations in Table 1
under OOD and free-response settings. FGAcc denotes Foreground Cell Accuracy, BkgErr denotes
Background Error Rate, and FullAcc denotes Full Visualization Accuracy. Higher values are better for
FGAcc and FullAcc, while lower values are better for BkgErr. All results are reported as percentages.

Size Method
Maze FrozenLake Sokoban Pacman Gather

ID OOD ID OOD ID OOD ID OOD ID OOD

C F C F C F C F C F C F C F C F C F C F

4

SVoTp - - - - 100.0 83.3 88.3 68.3 86.7 78.3 80.0 68.3 100.0 70.0 93.3 66.7 60.0 50.0 46.7 16.7
w/o-V - - - - 90.0 73.3 80.0 63.3 78.3 58.3 63.3 43.3 80.0 65.0 76.7 53.3 56.7 35.0 40.0 3.3
w/o-RL - - - - 100.0 78.3 81.7 65.0 73.3 35.0 68.3 25.0 85.0 61.7 80.0 48.3 55.0 23.3 43.3 8.3
w/o-RL-C - - - - 100.0 73.3 81.7 60.0 70.0 30.0 63.3 26.7 78.3 58.3 66.7 46.7 45.0 23.3 43.3 6.7

MVoT - - - - 86.7 46.7 80.0 56.7 73.3 15.0 61.7 3.3 73.3 56.7 63.3 46.7 46.7 13.3 36.7 3.3
T-CoT - - - - 75.0 33.3 66.7 33.3 65.0 5.0 53.3 0.0 71.7 53.3 50.0 36.7 41.7 6.7 36.7 0.0

5

SVoTp 93.3 80.0 70.0 41.7 91.7 86.7 85.0 58.3 78.3 71.7 73.3 53.3 93.3 66.7 83.3 60.0 46.7 3.3 33.3 1.7
w/o-V 90.0 68.3 65.0 35.0 81.7 70.0 73.3 53.3 76.7 53.3 65.0 40.0 76.7 61.7 73.3 50.0 33.3 0.0 25.0 0.0
w/o-RL 90.0 33.3 63.3 28.3 81.7 65.0 73.3 50.0 70.0 33.3 66.7 21.7 80.0 55.0 70.0 46.7 35.0 3.3 26.7 1.7
w/o-RL-C 86.7 36.7 60.0 23.3 78.3 50.0 60.0 36.7 63.3 23.3 55.0 16.7 73.3 53.3 66.7 41.7 30.0 1.7 21.7 0.0

MVoT 83.3 26.7 56.7 26.7 73.3 43.3 53.3 36.7 61.7 10.0 55.0 3.3 73.3 56.7 53.3 38.3 33.3 3.3 30.0 0.0
T-CoT 71.7 16.7 46.7 16.7 73.3 33.3 43.3 26.7 60.0 3.3 50.0 0.0 71.7 51.7 43.3 31.7 31.7 0.0 25.0 0.0

6

SVoTp 90.0 81.7 66.7 36.7 93.3 83.3 76.7 55.0 71.7 68.3 65.0 48.3 83.3 60.0 75.0 56.7 45.0 6.7 30.0 1.7
w/o-V 86.7 70.0 58.3 25.0 80.0 63.3 68.3 45.0 61.7 45.0 56.7 26.7 75.0 55.0 66.7 45.0 43.3 0.0 23.3 0.0
w/o-RL 83.3 38.3 61.7 16.7 73.3 51.7 66.7 38.3 66.7 26.7 51.7 16.7 70.0 51.7 63.3 40.0 40.0 6.7 21.7 1.7
w/o-RL-C 83.3 33.3 53.3 16.7 71.7 40.0 53.3 28.3 56.7 20.0 53.3 16.7 66.7 50.0 60.0 30.0 41.7 3.3 18.3 0.0

MVoT 83.3 26.7 46.7 3.3 63.3 40.0 43.3 20.0 58.3 6.7 51.7 6.7 60.0 45.0 51.7 26.7 40.0 0.0 20.0 0.0
T-CoT 70.0 16.7 36.7 1.7 50.0 36.7 33.3 13.3 58.3 3.3 41.7 3.3 48.3 36.7 40.0 28.3 38.3 0.0 23.3 0.0

7

SVoTp 80.0 70.0 65.0 33.3 - - - - - - - - - - - - - - - -
w/o-V 78.3 50.0 48.3 21.7 - - - - - - - - - - - - - - - -
w/o-RL 78.3 33.3 48.3 13.3 - - - - - - - - - - - - - - - -
w/o-RL-C 73.3 26.7 46.7 6.7 - - - - - - - - - - - - - - - -

MVoT 73.3 6.7 40.0 0.0 - - - - - - - - - - - - - - - -
T-CoT 60.0 3.3 30.0 0.0 - - - - - - - - - - - - - - - -

Table 8: Full ablation study of SVoTp evaluated on goal coverage accuracy, using the same settings as
Table 1. w/o-V denotes SVoTp without visualizations; w/o-RL denotes SVoTp without GRPO (trained
using only SFT for 10 epochs); and w/o-RL-C represents SFT with only state representations and
visualizations without transition reasoning chains.

yet its free-response score collapses dramatically (38.3% vs. 81.7%). This gap indicates that the
SFT-only variant (w/o-RL) tends to exploit shortcuts to predict the final outcome label without truly
learning the underlying reasoning dynamics. By contrast, the strong alignment between classification
and free-response performance in SVoTp suggests that its gains arise from genuine spatial reasoning
rather than superficial pattern matching.

A.10 Additional Visualizations

Figure 7 illustrates additional visualization examples for the MAZE and SOKOBAN domains, omitted
from Figure 5. In both domains, SVoTp produces consistently high-fidelity visualizations that
faithfully follow the transition reasoning chain: in MAZE, the agent correctly moves one step to the
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SVoT+PRM input prompts and responses in MAZE

MAZE (Free Response)

Task: Maze
Determine the positions of the player following the action sequence. Please include the
reasoning process, starting with <think> and ending with </think>, to derive the positions
of the player and the new image after executing the actions.
The definitions of the actions are given below.
Go up / left / down / right moves the agent by one grid cell in the corresponding absolute
direction, subject to the following preconditions and effects.
Preconditions: the adjacent cell in the chosen direction is outside the grid boundary.
Effects: the agent remains at its current position (out-of-bounds movement is invalid).
Preconditions: the adjacent cell in the chosen direction is a wall.
Effects: the agent remains at its current position (movement blocked by an obstacle).
Preconditions: the adjacent cell in the chosen direction is inside the grid boundary and is not
a wall (i.e., a clear cell).
Effects: the agent moves one cell in the chosen direction.
Full Action Sequence: Go right, Go right.
Coordinates are (row, column), starting at (0,0) in the top-left corner.
Initial maze: <image>
Initial player position: (2, 0).

# Image prediction
Input: . . . Go right, player position: (2,1).
Response: <think> . . . </think> <image>
# State prediction
Input: . . . Go right, player position: (2,1). <image>
Response: <think> . . . </think> Go right, player position: (2,2).
# Goal prediction
Input: . . . Go right, player position: (2,1). Go right, player position: (2,2). <image>
Response: Action sequence finished. Player position: (2,2).

MAZE (Classification)

Task: Maze Navigation Simulation
...(same as free response)
Initial maze: <image>
Initial player position: (2, 0).
Return A, B, C or D.
A. Player position: (2,0).
B. Player position: (2,2).
C. Player position: (1,2).
D. Player position: (2,1).

# Image prediction
Response: . . . (same as free response)
# State prediction
Response: . . . (same as free response)
# Goal prediction
Response: Action sequence finished. The answer is: B.

Table 9: Examples SVoT with PRM input prompts and model responses in the MAZE domain under
free-response and classification settings (we omit duplicated prompts and responses for conciseness).
Italicized text denotes the expected response.
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SVoT+PRM input prompts and responses in FROZENLAKE

FROZENLAKE (Free Response)

Task: FrozenLake
Determine the position of player and the state of player (ice, hole, or goal) following the
action sequence. Please include the reasoning process, starting with <think> and ending
with </think>, to derive the position of the player, the state of player, and the new image
after executing the actions.
The definitions of the actions are given below.
Go up / left / down / right moves the agent by one grid cell in the corresponding absolute
direction, subject to the following preconditions and effects.
Preconditions: the adjacent cell in the chosen direction is ice.
Effects: the agent moves one cell in the chosen direction. The player’s state remains ice.
Preconditions: the adjacent cell in the chosen direction is a hole.
Effects: the agent moves one cell into the hole and falls in. The player’s state becomes hole.
Preconditions: the adjacent cell in the chosen direction is the goal.
Effects: the agent moves into the goal cell and successfully reaches the goal. The player’s
state becomes goal.
Full Action Sequence: Go down, Go down.
Coordinates are (row, column), starting at (0,0) in the top-left corner.
Initial maze: <image>
Initial player position: (0, 0), state: ice.

Input: . . . Go down, player position: (1,0), state: ice. Go down, player position:
(2,0), state: ice. <image>
Response: Action sequence finished. player position: (2,0), state: ice.

Table 10: Example SVoT with PRM input prompts and model responses in the FROZENLAKE domain
for free-response goal prediction. Italicized text denotes the expected response.

left, and in SOKOBAN, the player accurately moves one step down and updates the block position
accordingly. By contrast, SVoTo generates incorrect visualizations due to erroneous movements
in all examples. As in examples in Figure 5, MVoT tends to generate blurrier and less accurate
visualizations.

A.11 Hyperparameters Analysis in Visual Reward

The visual reward rv in SVoT involves several hyperparameters, including the threshold δ for
foreground–background identification, the threshold τ for cell matching, the foreground weighting
used to emphasize semantically salient cells, and the weights λh, λe, and λc assigned to shash, sedge,
and scolor, respectively, in the computation of the composite similarity score S . Tables 14– 17 report
the results of hyperparameter study for rv in SVoTp on the validation sets of the five introduced
domains with grid sizes 5 and 6 under the free-response setting.

Table 14 indicates that δ = 0.002 yields the most balanced performance across domains. While
δ = 0.001 remains competitive, increasing the threshold to δ = 0.003 leads to a decline, suggesting
that an overly restrictive foreground criterion may exclude semantically salient regions from the
foreground mask, causing them to receive lower weights in reward computation. Table 15 indicates
that stricter matching thresholds are beneficial, with both τ = 0.8 and τ = 0.9 outperforming
τ = 0.7, while τ = 0.8 provides the most consistent overall performance. The results in Table 16
underscores the importance of foreground emphasis, as the settings that assign higher weights to
foreground cells outperform the uniform baseline. The strongest results are obtained with a 10×
ratio, whereas increasing the ratio further to 20× leads to mild degradation on several domains.
Table 17 shows that the three similarity components are most effective when used jointly. Among
the single-component variants, the perceptual-hash term (λh = 1) yields the strongest standalone
performance, indicating that coarse structural correspondence provides the dominant signal for
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SVoT+PRM input prompts and responses in SOKOBAN

SOKOBAN (Free Response)

Task: Sokoban
Determine the positions of the player and block following the action sequence. Please
include the reasoning process, starting with <think> and ending with </think>, to derive
the positions of the player and block, and the new image after executing the actions.
The definitions of the actions are given below.
Go up / left / down / right moves the agent by one grid cell in the corresponding absolute
direction, subject to the following preconditions and effects.
Preconditions: The adjacent cell in the chosen direction is a block, and the cell immediately
beyond that block in the same direction is empty and within the grid.
Effects: The agent moves one cell in the chosen direction, and the block is pushed one cell in
the same direction.
Preconditions: The adjacent cell in the chosen direction is empty and within the grid.
Effects: The agent moves one cell in the chosen direction, and the block positions remain
unchanged.
Preconditions: The adjacent cell in the chosen direction is a wall, outside the grid, or a block
whose next cell is not empty.
Effects: The agent and all blocks remain unchanged.
Full Action Sequence: Go up, Go left.
Coordinates are (row, column), starting at (0,0) in the top-left corner.
Initial maze: <image>
Initial player position: (2, 3), block position(s): (2,1), (1,2).

Input: . . . Go up, player position: (1,3), block position(s): (2,1), (1,2). Go left,
player position: (1,2), block position(s): (2,1), (1,1). <image>
Response: Action sequence finished. Player position: (1,2), block position(s): (2,1), (1,1).

Table 11: Example SVoT with PRM input prompts and model responses in the SOKOBAN domain for
free-response goal prediction. Italicized text denotes the expected response.

reliable cell matching, while the edge-only (λe = 1) and color-only (λc = 1) settings contribute
complementary information. These findings are consistent with the superior performance of the
combined setting (λh, λe, λc) = (0.4, 0.3, 0.3).

We also conduct an ablation study on rv in SVoTp to evaluate the respective contributions of rstr and
rqua. The results are reported in Table 18. The term rstr provides the stronger standalone supervisory
signal, whereas rqua is less effective when used in isolation. Their combination nevertheless yields
the best overall performance, indicating that both cell-level consistency, as provided by rstr, and
perceptual quality, as captured by rqua, are important for achieving strong performance.

A.12 Limitations and Future Work

SVoT introduces additional inference cost compared with outcome-only or text-only baselines, since
it autoregressively generates structured intermediate states and visualizations guided by transition
reasoning chains along the trajectory. This overhead is a deliberate trade-off for making sequential
state tracking explicit, verifiable, and reward-optimizable. In future work, the efficiency of SVoT could
be further improved through selective visualization, adaptive reasoning length, and intermediate-state
caching, while preserving the benefits of explicit transition modeling.
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SVoT+PRM input prompts and responses in PACMAN

PACMAN (Free Response)

Task: Pacman
Determine the position of the player and total number of coins collected by the player along
the path by following the given action sequence. Please include the reasoning process,
starting with <think> and ending with </think>, to derive the position of the player, the
total number of coins collected, and the new image after executing the actions.
The definitions of the actions are given below.
Go up / left / down / right moves the agent by one grid cell in the corresponding absolute
direction, subject to the following preconditions and effects.
Preconditions: The adjacent cell in the chosen direction contains a coin.
Effects: The agent moves one cell in the chosen direction, and the number of collected coins
increases by one.
Preconditions: The adjacent cell in the chosen direction is clear (i.e., does not contain a
coin).
Effects: The agent moves one cell in the chosen direction, and the number of collected coins
remains unchanged.
Full Action Sequence: Go up, Go up.
Coordinates are (row, column), starting at (0,0) in the top-left corner.
Initial maze: <image>
Initial player position: (3, 3), collected coin(s): 0.

Input: . . . Go up, player position: (2,3), collected coin(s): 1. Go up, player posi-
tion: (1,3), collected coin(s): 2. <image>
Response: Action sequence finished. Player position: (1,3), collected coin(s): 2.

Table 12: Example SVoT with PRM input prompts and model responses in the PACMAN domain for
free-response goal prediction. Italicized text denotes the expected response.
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SVoT+PRM input prompts and responses in GATHER

GATHER (Free Response)

Task: Gather
Determine the position of player and the number of balls of each color collected along the
path by following the given action sequence. Please include the reasoning process, starting
with <think> and ending with </think>, to derive the position of the player, the count of
collected balls for each color, and the new image after executing the actions.
The definitions of the actions are given below.
Go up / left / down / right with a specified step count moves the agent by that number of
grid cells in the corresponding absolute direction, subject to the following preconditions and
effects.
Preconditions: The next specified number of cells in the chosen direction contain balls.
Effects: The agent moves the specified number of cells in the chosen direction, collects all
balls along the path (including the destination cell), and increments the collected count for
each ball color accordingly.
Preconditions: The next specified number of cells in the chosen direction contain no balls
(i.e., all cells are clear).
Effects: The agent moves the specified number of cells in the chosen direction, and the
collected ball counts remain unchanged.
Full Action Sequence: Go right 2, Go down 2.
Coordinates are (row, column), starting at (0,0) in the top-left corner.
Initial maze: <image>
Initial player position: (0, 0), collected ball(s): red: 0, green: 0.

Input: . . . Go right 2, player position: (0,2), collected ball(s): red: 1, green: 0. Go
down 2, player position: (2,2), collected ball(s): red: 1, green: 2. <image>
Response: Action sequence finished. Player position: (2,2), collected ball(s): red: 1, green:
2.

Table 13: Example SVoT with PRM input prompts and model responses in the GATHER domain for
free-response goal prediction. Italicized text denotes the expected response.

Size Setting Maze FrozenLake Sokoban Pacman Gather

5
δ = 0.001 83.3 91.7 81.7 73.3 10.0
δ = 0.002 85.0 91.7 81.7 73.3 11.7
δ = 0.003 73.3 83.3 75.0 66.7 3.3

6
δ = 0.001 83.3 88.3 75.0 68.3 11.7
δ = 0.002 86.7 90.0 78.3 70.0 10.0
δ = 0.003 76.7 73.3 68.3 66.7 0.0

Table 14: Parameter study on the foreground–background threshold δ for rv across five domains
under the free-response setting for grid sizes 5 and 6. Best results are shown in bold, and the adopted
parameter setting for rv is highlighted in gray.
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Size Setting Maze FrozenLake Sokoban Pacman Gather

5
τ = 0.7 73.3 80.0 70.0 60.0 1.7
τ = 0.8 85.0 91.7 81.7 73.3 11.7
τ = 0.9 83.3 91.7 80.0 73.3 11.7

6
τ = 0.7 71.7 75.0 75.0 61.7 0.0
τ = 0.8 86.7 90.0 78.3 70.0 10.0
τ = 0.9 86.7 90.0 75.0 70.0 6.7

Table 15: Parameter study on the cell-matching threshold τ for rv across five domains under the
free-response setting for grid sizes 5 and 6. Best results are shown in bold, and the adopted parameter
setting for rvis highlighted in gray.

Size Setting Maze FrozenLake Sokoban Pacman Gather

5
1x 73.3 85.0 71.7 70.0 0.0
10x 85.0 91.7 81.7 73.3 11.7
20x 80.0 85.0 73.3 73.3 8.3

6
1x 78.3 81.7 68.3 65.0 0.0
10x 86.7 90.0 78.3 70.0 10.0
20x 81.7 83.3 71.7 73.3 11.7

Table 16: Parameter study on the foreground weighting ratio for rv across five domains under the
free-response setting for grid sizes 5 and 6. Best results are shown in bold, and the adopted parameter
setting for rv is highlighted in gray.

Size Setting Maze FrozenLake Sokoban Pacman Gather

5

λh = 1, λe = 0, and λc = 0 83.3 90.0 78.3 68.3 11.7
λh = 0, λe = 1, and λc = 0 80.0 83.3 71.7 68.3 5.0
λh = 0, λe = 0, and λc = 1 73.3 75.0 66.7 61.7 0.0
λh = 0.4, λe = 0.3, and λc = 0.3 85.0 91.7 81.7 73.3 11.7

6

λh = 1, λe = 0, and λc = 0 81.7 86.7 75.0 70.0 8.3
λh = 0, λe = 1, and λc = 0 75.0 83.3 71.7 63.3 5.0
λh = 0, λe = 0, and λc = 1 73.3 71.7 61.7 58.3 0.0
λh = 0.4, λe = 0.3, and λc = 0.3 86.7 90.0 78.3 70.0 10.0

Table 17: Parameter study on the component weights (λh, λe, λc) in the composite similarity score
S for rv across five domains under the free-response setting for grid sizes 5 and 6. Best results are
shown in bold, and the adopted parameter setting for rv is highlighted in gray.

Size Setting Maze FrozenLake Sokoban Pacman Gather

5
rv = rstr 83.3 90.0 71.7 66.7 6.7
rv = rqua 71.7 83.3 65.0 61.7 0.0
rv = rstr · rqua 85.0 91.7 81.7 73.3 11.7

6
rv = rstr 81.7 90.0 71.7 63.3 11.7
rv = rqua 73.3 81.7 61.7 58.3 3.3
rv = rstr · rqua 86.7 90.0 78.3 70.0 10.0

Table 18: Ablation study of the visual reward rv in SVoTp on the validation sets across five domains
under the free-response setting for grid sizes 5 and 6. Best results are shown in bold, and the adopted
reward composition for rv is highlighted in gray.
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